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Abstract

Transactional network data arise in many fields. Although social network mod-
els have been applied to transactional data, these models typically assume binary
relations between pairs of nodes. We develop a latent mixed membership model
capable of modelling richer forms of transactional data. Estimation and inference
are accomplished via a variational EM algorithm. Simulations indicate that the
learning algorithm can recover the correct generative model. We further present
results on a subset of the Enron email dataset.

1 Introduction

The study of network-structured data has received considerable attention in recent years. With the
popularity of online social networks, discussion forums and widespread use electronic means of
communication including email and text messaging, some interesting research questions arise. In
many cases, the data are transactional, with multiple instances of communication between individ-
uals occurring over time.

Observed network data are inherently variable, since transactions occur at random, and a finite
sample of possible transactions are observed. Probabilistic generative models provide an efficient
framework for modelling under uncertainty, by treating links as random and developing a probability
model for their generation.

Network data typically consist of a group of nodes (or actors) and a list of relations between nodes.
The most common models assume that relations occur between pairs of nodes, and that a relation
takes a binary value (presence/absence). Such data can be conceptualized as a graph, and analo-
gously, relations can be directed or undirected. A canonical example of such data would be a group
of people (nodes) and friendship relations between them. If each person identifies their friends, then
the friendship relation can be directional (A likes B but B does not like A).

The assumptions that relations are binary-valued and occur between pairs of nodes do not always
hold for network data. If data consist of records of telephone calls, the relation still occurs between
node pairs (excluding conference calls), but the relation becomes a list of calls, rather than being
binary-valued. In email data, relations are transactional rather than binary-valued, and more than
two nodes can be involved in a transaction (one sender and one or more recipients). Depending on
the type of transactional data, additional information on each transaction may be available, such as
a timestamp, message content, recipient classes (e.g. To/Cc/Bcc) and other “header” information.

We focus on models in which multiple transactions occur between nodes, and each transaction (e.g.
email) has a single sender and multiple recipients. Since email data is the most obvious application,
we use that language to develop the model. We shall assume a fixed number (M ) of nodes (people)
in the network, and that each transaction involves at least one recipient. Additional transaction data
(content, time-stamp, etc.) will not be used. Thus for a group of M nodes, the observable data
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takes the form of a list of transactions, with each transaction having a sender and between 1 and M
recipients.

In this paper, we propose an extension for the mixed membership stochastic block-
model (MMSB) [1] for transactional data. In section 2, we briefly explain the MMSB model. The
details of our proposed model are given in section 3. We discuss inference, estimation and model
choice for the proposed model in section 4. Simulation results and and results from a dataset based
on the Enron email corpus is presented in section 5. We conclude the paper with a summary of the
model and a discussion of future directions.

2 Review of Mixed Membership Stochastic Blockmodel and Other Work

Since our model is based on the mixed membership stochastic block-model (MMSB) of [1], we
review its main features. The MMSB model describes directional binary-valued relations between
sender/receiver pairs of nodes. For every sender/receiver pair, a single binary relation yij is ob-
served. If yij = 1, a i → j relation has been observed; yij = 0 indicates no relation. The yij are
modelled as independent Bernoulli outcomes, with Pr(yij = 1) = pij . The MMSB model sup-
poses the existence of K groups, and that the value of pij is determined by the (unobserved) group
memberships of sender i and of receiver j. These probabilities are collected in a K ×K interaction
matrix B, with element bkl corresponding to the probability that a sender/receiver relation occurs
between a specific sender belonging to group k and a specific receiver belonging to group l. This
defines a basic blockmodel as in [5]: probability of a relation is identical between all members of
two groups.

The “mixed membership” is incorporated into the model via an additional hierarchical level. Instead
of assuming that each node belongs to just one group, the group membership of nodes is allowed to
vary. For every potential i → j relation, new group memberships are sampled for node i and for node
j. Thus node i has a K−dimensional vector πi of membership probabilities for the K classes, with∑K

k=1 πik = 1. The only observables for this model are relations yij , i = 1, . . . ,M, j = 1, . . . ,M .
The matrix B, group membership probabilities π1, . . . , πM and latent memberships must all be
estimated.

Other papers have studied the modelling of transactional data. Prediction of link strength in a Face-
book network is studied in [3]. In their comparative study, transactional data on a network are used
as features in prediction of a binary ”top friend” relation. Specific models for prediction of trans-
actions are not developed. There are some recent works on considering frequency of interactions
for modelling. In [4], a stochastic block model is proposed for pairwise relation networks in which
the frequency of relations are taken into account. The model unlike traditional block models and by
using Dirichlet process priors can infer the number of groups.

3 Transactional Block-Model

Direct application of the MMSB data to transactional data would require simplification of the raw
data. For instance, in [2], directional binary-valued i → j relations are generated between pairs
of nodes by counting the number of messages sent by i and received by j, and thresholding these
counts at a specified level. Information about multiple recipients is lost, and information about
message frequency is weakened by conversion to a binary “low/high” value.

In this section, we describe a block-model for transactional network data, using the language of
email data. We assume N messages are sent within a network of M nodes. Message n has a sender
Sn, and the recipient list is represented by M binary variables Yn1, . . . , YnM , where Ynm = 1
indicates node m received message n. For each n, at least one Ynm = 1, and if Sn = l, then
Ynl = 0 (i.e. a sender doesn’t send to herself).

Our generative model for transactional data is shown in Figure 1. Each node i has a mixed mem-
bership vector πi which is drawn from a Dirichlet prior with hyperparameter α. Generating a new
email involves selecting a node to be the sender. Although the “friendship value” mechanism for
selecting a sender is equivalent to a multinomial draw, we employ this more elaborate notation to
enable subsequent generalization of the model. For each email n, each node i samples its group zni

using its membership vector πi. We represent zni as a binary K-dimensional vector with exactly
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1. For each node i, draw mixed-membership vector πi ∼ Dirichlet(α)
2. For each node i, draw its friendship value λi ∼ N(µ, δ)
3. Choose N ∼ Poisson(ε): number of emails
4. For each email n

(a) For each node i, draw zni ∼ Multinomial(πi)

(b) Pick node u as sender (i.e., Sn = u) among all the nodes with probability exp(λu)P
j exp(λj)

(c) For each node j 6= u, draw Yn,j ∼ Bernoulli(znuBzT
nj)

Figure 1: Generative process for the Mixed Membership Stochastic Block Model for Email Data

one nonzero element. The recipients of this email are sampled as M−1 Bernoulli random variables.
The Bernoulli probability znuBzT

nj indicates the selection of the element of B corresponding to the
current group membership of the sending node u and the (potential) receiving node j. Each node
could belong to multiple groups but for each email, each node chooses to be a member of a single
group.

The main input parameter of the model is the number of groups K. For a model with K groups,
other parameters that need to be estimated include the K-dimensional Dirichlet parameter α and a
K ×K interaction matrix B.

The joint distribution over latent variables and the observations is

p(Y, S, π1:M , λ1:M , Z1:N,1:M |α, β, µ, δ) =
M∏

m=1

p(πm|α)
M∏

m=1

p(λm|µ, δ)

N∏
n=1

p(Sn|λ)
M∏

m=1

p(znm|πm)
M∏

m=1,m 6=Sn

p(Yn,m|Znm, ZnSn , B)


4 Inference and Model Choice

Similar to the MMSB model, we derive empirical Bayes estimates for the B parameter and use
variational approximation inference. The posterior inference in our model is intractable because the
normalization factor of the posterior distribution involves an integral that does not have a closed
form solution.

p(Y, S|α, β, µ, δ) =
∫

π

∫
λ

∑
Z

M∏
m=1

p(πm|α)
M∏

m=1

p(λm|µ, δ)

N∏
n=1

p(Sn|λ)
M∏

m=1

p(znm|πm)
M∏

m=1,m 6=Sn

p(Yn,m|Znm, ZnSn , B)


We use variational methods for inference. We pick a distribution over latent variables with free
parameters. This distribution which is often called the variational distribution then approximates
the true posterior in terms of Kullback-Leibler divergence by fitting its free parameters. We use a
fully-factorized mean-field family of distributions as our variational distribution:

q(π1:M , λ1:M , Z1:N,1:M ) =
M∏

m=1

q1(πm|γm)
M∏

m=1

q2(λm|am, bm)
N∏

n=1

M∏
m=1

q3(zn,m|φn,m)

The inference algorithm described above is for a fixed number of clusters K. In order to choose the
number of clusters, we develop a BIC criterion, composed of a log-likelihood and a penalty term.

The log-likelihood of the model is a sum of two terms, a “sending” term corresponding to selection
of the sender node for each transaction and a “receiving” term for choosing group memberships and
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which of the M−1 other nodes receive the email. We focus on the “receiving” term. Conditional on
the sender, the likelihood for recipient nodes is equivalent to M−1 Bernoulli trials to decide whether
each node receives the email (excluding the sender). Since the memberships are unobserved, we
calculate a receiving probability as an average over group memberships. That is, we compute the
predicted probabilities of Pr(j receives|i sends) = pij = πiBπT

j , for each node i as a sender and
all the other nodes j. Then, we can write the “receiving” term of the likelihood as

L =
N∏

n=1

∏
j∈1..M,j 6=Sn

p
ynj

ij (1− pij)1−ynj (1)

where Sn is the sender node for transaction n. Based on this predictive likelihood, we use the
following approximation for the BIC score for choosing the number of groups:

BIC = 2. logL − (K2 + K). log(|Y |) (2)

Where K2 + K is the number of parameters in the model (elements of B and α) and |Y | is the
number of total recipients in the network for all transactions.

5 Analysis

We present results on four networks simulated from our model and a transactional email network
based on the Enron corpus.

5.1 Simulation

In this section, we simulate several transactional networks, and verify that the learned model re-
covers the true model parameters. We are particularly interested in two parameters, membership
probabilities of nodes (πi’s) and the B interaction matrix. We present results from four simulated
datasets. The simulation parameters are listed in Table 1. For α = 0.05, membership probabilities
of the nodes in the resulting network is concentrated in one group. The dataset with α = 0.25 will
have many nodes with mixed membership.

Dataset K α M N
1 3 0.05 50 500
2 4 0.05 65 650
3 4 0.25 65 650
4 9 0.05 150 1500

Table 1: Simulated datasets. Each network contains M nodes and has N transactions.

In all four cases above, the recovered B matrix is very close to the actual matrix used for simulation.
The true and recovered B matrices for K = 4 and α = 0.25 are presented in Table 2. Note that
this case is particularly difficult because α = 0.25. We do not report true or simulated values of B
for all cases here, however Figure 2 (described below) suggests the sort of structures considered. In
particular, in some examples, large off-diagonal entries are present in B, implying that some groups
are defined by high of communication to nodes belonging to other groups.

0.01 0.2 0.01 0.01
0.01 0.3 0.2 0.1

0.1 0.01 0.01 0.3
0.1 0.01 0.01 0.3

0.0127 0.2012 0.0149 0.0115
0.0064 0.3055 0.2064 0.0802
0.0964 0.0207 0.0146 0.2959
0.0979 0.0243 0.0164 0.2733

Table 2: Left: B matrix used to simulate the network. Right: Estimated B network from our
inference algorithm

We also report the BIC scores for data simulated in the case K = 4 and α = 0.25. In this case, we
know the actual number of groups but many nodes have mixed membership. Therefore, predicting
the number of groups is more challenging compared to other cases where the group memberships
are close to certain. We estimate the parameters of the model using the simulated data assuming
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K∗ 2 3 4 5 6 7
BIC (×104) −3.0357 −2.9660 −2.9229 −2.9229 −2.9339 −2.9501

Table 3: BIC scores for different number of groups K∗ on the simulated dataset (k = 4 and α =
0.25)

K∗ = 2, 3, . . . , 7 groups. Table 3 shows the BIC scores. The largest BIC values correspond to
K = 4 (the actual value used for simulation) and K = 5.

To assess the learned models, we use the estimated π vectors to arrange the data according to the
most probable grouping of nodes. The first row of Figure 2 shows the adjacency matrix for the
simulated networks mentioned in Table 1. The ij element of the adjacency matrix is 1 if 1 or more
message from node i is received by node j, and 0 otherwise. Nodes are ordered along rows and
columns according to their most likely membership, as determined by true values of πi. The second
row of the figure shows the same adjacency matrices, with rows and columns ordered according to
estimates π̂i Similarity between top/bottom pairs in the figure indicates that the inference algorithm
is capable of recovering node memberships.

(a) K = 3, α = 0.05 (b) K = 4, α = 0.05 (c) K = 4, α = 0.25 (d) K = 9, α = 0.05

(e) K = 3, α = 0.05 (f) K = 4, α = 0.05 (g) K = 4, α = 0.25 (h) K = 9, α = 0.05

Figure 2: Adjacency matrices, four simulated examples. White cells have 0 messages, black have 1
or more. Each N ×N matrix is arranged according to groups suggested by true π (plots (a) - (d)),
and estimates π̂(plots(e)− (h)).

We also verify the accuracy of predictions in π vectors in Figure 3, by plotting the actual elements
of π against the predicted values. The majority of points lie close to a 45-degree line, indicating that
the membership probabilities are recovered using the inference algorithm.

5.2 Results on the Enron Dataset

We consider a version of the Enron email dataset provided by J. Shetty and J. Adibi, at http:
//www.isi.edu/∼adibi/Enron/Enron.htm. Their cleaned dataset consists of 252,759
emails from 151 employees. We further subset the data, focusing on all messages sent in November
2001, one of the highest-volume months. This subset contains 2133 messages between 129 distinct
employees, or an average of 16.5 messages sent by each employee. The average message has 2.45
recipients (in any of To:, CC:, BCC: fields). In the language of our paper, the sending of an
email to one or more recipients is a “transaction”.

An equivalent data format is a 129 × 129 “message frequency matrix” in which the ij element
corresponds to the number of messages sent by employee i that were received by employee j. The
assumption that each transaction consists of a sequence of independent Bernoulli “received / not
received” outcomes for each employee means that this frequency matrix is a sufficient statistic for
estimation.
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(a) π1 (b) π2 (c) π3 (d) π4

(e) π1 (f) π2 (g) π3 (h) π4

Figure 3: True and predicted π for four simulated examples. True values are on the horizontal
axis. The first and the second row show the results for K = 4, α = 0.05 and K = 4, α = 0.25
respectively.

The model was estimated for K = 3, 4, . . . , 12 groups. BIC values as shown in Table 4 suggest
K = 7, 8, or 9 clusters; we will explore the simpler K = 7 model here. Although employees may
have mixed membership, the membership probabilities (πi’s) are quite focused. For instance if π∗i
is the largest group membership probability for employee i, then the first quartile, median and third
quartile of estimated π∗i values are 0.69, 0.87, and 0.9997, respectively. Consequently much of our
analysis deals with assigning each employee to their most probable class.

K 3 4 5 6 7 8 9 10
BIC (×104) −3.889 −3.502 −3.286 −3.134 −3.074 −2.954 −3.063 −3.132

Table 4: BIC scores for different number of groups K on the Enron dataset

Grouping employees by their most probable class, we present the message frequency matrix in
Figure 4(a) and the predicted message frequency matrix in Figure 4(b). The groups identified by
the model appear to consists of clusters of employees who email primarily to others in the same
cluster. The predictions in Figure 4(b) are generated by first calculating Pr(j receives|i sends) =
pij = πiBπT

j and multiplying this by the number of messages sent by employee i.

The predicted message frequency matrix in Figure 4(b) suggests that the model is capturing some
characteristics of the original data and not others. The same block diagonal cells are dark (large
values) in both plots. The same horizontal band is present within group 5 for both observed and
predicted matrices. This band corresponds to one employee who sent over 100 emails to the other
members of group 5. This pattern, along with messages sent among members of group 5, appear to
define this group.

Table 5 provides several summaries of the seven groups. The first three columns are calculated
using probability weights (π’s) from the model. For example if employee i sends ni messages
and has group memberships given by the vector πi, then an average employee in cluster 2 would
send nsent =

∑
i πi2ni/

∑
i πi2 messages. The activity levels vary considerably by group, as

indicated by the wide range of nsent and nrecv values. The predominantly diagonal structure of the
B matrix suggests that most identified groups tend to send to members of their own group. A notable
exception is group 6, which has high communication probabilities with groups 2-6, especially group
2. This group appears to be distinguished by ties with multiple other groups, rather than within-
group communication. The fact that this is also the largest group (55.5 expected members, or 63
members assigned by most probable class) suggests that some of this cross-group communication
may be driven by within-group heterogeneity. The model also allows for additional heterogeneity in
observed message patterns via mixed membership of individual employees.
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(a) Observed message frequency matrix
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(b) Predicted message frequency matrix

Figure 4: Left: Observed message frequency matrix, with rows and columns ordered by the seven
group ids. Rows correspond to sender, columns to receiver. Darker cells indicate higher frequen-
cies of messages. Horizontal and vertical lines indicate the 7 identified employee groups. Right:
Predicted message frequency matrix, same layout as Figure 4(a).

100×B sending
nsent nrecv E(mi) m̂i 1 2 3 4 5 6 7 group

29.8 61.4 10.7 10 19.7 0 0 0 0 0 0 1
72.2 126 6.7 4 0 29.1 0 0 0 0 0 2
37.2 88.2 7.6 7 0 0 34 0 0 0 0 3
11.5 42.6 8.1 6 0 0 0 38.8 0 0 0 4
19.3 121.7 11 11 0 0 0 0 98.9 0 0 5
10.8 19.1 55.5 63 0 6.4 1.2 0.7 2.4 0.5 0 6

5 10.4 29.4 28 0 0 0 0 0 0 6 7

Table 5: Summaries of the groups discovered by the model. The 7 discovered groups are ordered
by row. The first three columns (number of messages sent per employee - nsent, number of mes-
sages received per employee - nrecv and predicted group size - E(mi)) are calculated using π’s for
weighted averages. The m̂i is the count of employees whose most probable class matches this row.
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name id 15 49 51 52 nsent nrecv
Jeff Dasovich 15 29 141 107 52 195 107
James Steffes 49 45 1 71 6 116 176

Richard Shapiro 51 17 28 17 27 42 207
Steven Kean 52 2 4 9 12 38 117

Table 6: Observed message frequencies between the 4 employees classified to group 2.

Group 2 is summarized at the level of individual employees in Table 6. A large portion of messages
sent by each of the four employees are received by members of the same group. In comparison,
an average employees outside this group receives just 1 message from any of these four employ-
ees. Predicted membership probabilities for this group are nearly 1, suggesting strong clustering
for this group. Three of these four employees (Dasovich, Shapiro, and Shapiro) were involved in
“Government relations”, while the fourth (Kean) was VP and Chief of staff.

6 Conclusion

In this paper, we proposed a mixed membership blockmodel for transactional data. The proposed
model is based on the MMSB model [1] and can be applied to transactional networks with one-
to-many relationships between nodes. We developed variational inference algorithms that can effi-
ciently estimate parameters for large networks. Several simulations and a real data example demon-
strate the ability of the model to effectively recover membership information from data.

In addition to the linkage information, transactional networks are accompanied by other pieces of in-
formation including timestamps, other header information for the email networks and finally content
information. We aim to extend the model for capturing the dynamic aspects of the model, including
the birth of new groups, death of some groups and changes in the group membership of nodes.

The model also makes some strong assumptions which we may wish to relax in future research.
For instance, the Bernoulli model for recipients can generate transactions in which there are no
recipients, an impossible outcome in email transactions.
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