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Abstract
Recently, numerous applications have emerged that create data most naturally interpreted as k-partite k-uniform hypergraphs. We identify benefits and challenges
of generalizing community detection algorithms to these structures. We propose
an algorithm which handles some of these challenges and a hypergraph generalization of the “caveman” model for the generation of synthetic evaluation datasets.
The proposed algorithm outperforms a standard community detection algorithm
working on a reduced, graph-like version of the original data, in particular when
different domains possess differing community structures.
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Introduction

Community detection, the identification of closely connected groups of nodes in complex networks,
has been a vibrant research field for the last few years [1]. Identifying such groups has various
applications[2]: The identification of related elements based on connectivity can be useful in itself,
as for communities in social networks or clusters of related documents. Furthermore, communities
reduce the complexity of the original graph in a meaningful way, revealing its macrostructure and
identifying functional or semantic modules. Therefore, recent advances in detecting communities
have increased the understanding of complex networks in general.
Meanwhile, the web – traditionally a prominent object of study for complex network analysis –
has evolved to what is often called the “Social Web”. A central feature of this development is
the strong integration of the user in the creation of new content, often comprised of small bits of
information on existing resources. Social bookmarking sites like Delicious, e.g., let users annotate
resources by arbitrary terms (“tags”). To correctly account for the different sources of such tags, the
binary relation between resources and terms must be extended to a ternary relation, so that a user
attributing a certain term is represented as well. In graph-theoretic terms, the resulting structure is a
3-partite 3-uniform hypergraph. The generalization of graph-theoretic concepts to these hypergraphs
is often non-trivial and ambiguous. However, given the numerous and very large (up to billions
of edges) datasets of this kind, efficient tools for their exploration and analysis – as promised by
community detection – are needed. The aim of this article is to highlight the challenges and benefits
of generalizing community detection to this type of hypergraph.
In the following, existing research on hypergraphs and community detection is reviewed, exposing
three specific challenges. An initial community detection algorithm (“3-bipartite”) resolving two of
these issues is proposed and compared against a baseline approach which simply reduces the hypergraphic structure to a simple, weighted graph. For this purpose, a generalization of the “cavemen”
synthetic benchmark dataset is proposed. We show the new approach to be superior particularly in
the presence of different community structures in the different domains.
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2.1

Related Work
Hypergraphs

The advent of large datasets best represented as 3-partite,3-uniform hypergraphs has resulted in
various well-established graph-theoretic concepts being generalized to these structures. In this spirit,
[3] have proposed generalizations of concepts like cliquishness or transitivity. In [4], the notion of
connected components has been generalized. Random generative models capturing characteristics of
real hypergraphs have been proposed in [5], whereas [6] propose a generalized version of PageRank.
Work based on tensor decompositions[7] has been applied to other r-uniform hypergraphs, e.g., on
RDF-triples describing ontologies on the Semantic Web[8] or on datasets including time[9]. To our
best knowledge, however, these techniques have so far not been explicitly applied to the task of
community detection. Closely related to the task at hand is work on hypergraph partitioning[10],
which however does not address the specifics of k-partite, k-uniform hypergraphs and is concerned
with partitioning instead of community detection. These two aspects will be further discussed in the
following section.
2.2

Community Detection

Community detection (or graph clustering) is concerned with identifying related groups of nodes in
complex graphs. As pointed out in [2], it is related to, but not equivalent to graph partitioning. Graph
partitioning enforces a division of the graph into a given number of partitions while minimizing
a criterion like the number of inter-partition edges (the “cut size”), typically balanced by a term
rewarding similarly sized partitions. Community detection, while also concerned with dividing the
graph into well-connected partitions, is more exploratory in spirit and aims to extract the number
and size of such well-connected partitions from the data.
Numerous definitions exist of what it means for a group of nodes to be well-connected. Each one
leads to a quality measure for particular community assignments (“clusterings”) and implies corresponding optimization approaches. “Good” connectivity can be defined, e.g., related to the cut size
for approaches inspired by partitioning[11], as robustness against removal of “bridging” edges[1],
or by information-theoretic means concerning the efficient coding of adjacancy matrices[12] or
trajectories[13] – please refer to [14, 15] for in-depth overviews, or to [16] for a quantitative comparison. Here, however, we focus on a particularly well-established measure called modularity, which
compares the number of intra-community edges against the expected number of such edges [2] and
will be introduced in more detail in the following section.

3

Methods

Definition 1 (Basic Notation) A hypergraph H = (V, E) is a set of V of nodes and a family E of
subsets of V called edges. If ∃e ∈ E : vi ∈ e ∧ vj ∈ e, nodes vi and vj are adjacent. Let the size of
an edge be the number of nodes it contains. The maximum size of an edge in E is called the range
of H. If the size of all edges in E = r, H is a r-uniform hypergraph. If r = 2, H is simply called
a graph. A hypergraph is k-partite if V can be partitioned in k sets (here called domains instead of
“partitions” to avoid confusion in the context of graph partitioning) V1 , . . . , Vk such that nodes from
the same set are never adjacent. If k = r, H is a k-partite, k-uniform, or simply k, k-hypergraph,
and its edges are k-tuples containing one element of each set Vi .
In this section, we develop a modularity measure for k, k-hypergraphs. We first introduce general
modularity for graphs and point out the challenges in applying this measure on hypergraphs, then
review three modularity measures for bipartite graphs, since such structures are partially affected
by these challenges as well. Finally, two ways of performing modularity optimization on k, khypergraphs are proposed. One “baseline” approach which reduces the hypergraph to a “normal”,
i.e., unipartite graph, and a more specialized one working with one of the bipartite modularity measures on three bipartite graphs created from a 3,3-hypergraph. Note that here and in the remainder of
this article, we will often use k = 3 in examples and refer to the individual domains as documents,
users, and tags, identified by blue circles, green triangles and turquoise diamonds.
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3.1

Modularity in unipartite graphs

Definition 2 (Modularity) For a given graph G = (V, E), let m be the number of edges |E| and A
the adjacency matrix. Let g be a clustering, i.e. a function from V to the set of found communities.
Then the modularity Q of g is
1 X
Q=
[Aij − Pij ]δ(gi , gj )
2m ij
where δ is the Kronecker delta, i.e. is 1 iff gi and gj are equal and 0 otherwise.
Q measures the difference between the adjacency A and the expected adjacency P for all pairs of
nodes in a community. The canonical choice for the null model P is the mean adjacency in a “configuration model” graph, where edges are randomly distributed so that a given degree distribution is
ki kj
kept. This amounts to Pij = 2m
, where ki is the degree of node i.
Modularity-based community detection has been widely applied and various efficient optimization
approaches exist[17, 18]. However, there are three specific properties of k, k-hypergraphs that make
a direct application of modularity problematic:
Connectivity Modularity rewards adjacent nodes being in the same community. In partite graphs,
nodes from the same domain by definition are never adjacent. A generalized modularity measure
must be able to account for this situation as to avoid punishing the grouping of related, but necessarily non-adjacent nodes.
Community structure In partite graphs, different domains may have different community structures. Several communities in one domain may be distinct yet all be connected to one larger community in another domain (“overlapping” [19] communities). A community model of k, k-hypergraphs
needs to support k different sets of communities, and “being in the same community” needs to be
generalized to a more abstract concept of “being in corresponding communities”.
Hyper-Incidence In (non-hyper-)graphs, we only need to consider two nodes per edge. These two
nodes are either in corresponding communities or not. With more than two nodes, the binary concept
of an edge “connecting two nodes from corresponding communities” or not needs to be generalized
to a function describing the degree of correspondence between the nodes’ communities.
3.2

Modularity in bipartite graphs

Bipartite graphs are instances of k, k-hypergraphs with k=2. Therefore, they are also affected by the
first two of the challenges mentioned above. In the last three years, three different generalizations of
modularity have been proposed for handling them. We will discuss these measures in some detail –
closely following the argumentation in [19] – as they play a crucial role for our proposed algorithm.
Barber’s modularity[20] addresses the issue of connectivity by adapting the null model of that Pij =
0 for nodes i, j from the same domain. However, the model still assumes a shared community
structure in both domain, not addressing the issue of different communities.
Guimera’s modularity[21] only considers the community structure of one domain. It rewards nodes
from the same community being connected to the same nodes from the other domain. Declaring
the community structure of the second domain as irrelevant resolves both issues. However, in many
cases, the community structure of both domains is of interest. Here, the modularity measure might
be applied in both directions, which however is not an integrated solution and might complicate
direct optimizations.
Definition 3 (Murata’s modularity) [19] For a given graph G = (V, E) and a clustering g, let
Vi = {v ∈ V : gv = i}. Murata’s modularity QM is defined as
X
QM (G, g) =
(elm − al am ), m = argmaxk (elk ), where
l

elm

X
1 X X
=
A(i, j), and al =
elm
2m
m
i∈Vl j∈Vm
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(a) original

(b) flattened

(c) projected

(d) DU

(e) DT

(f) UT

Figure 1: Different ways of reducing a k, k-hypergraph composed of elements from the domains
D, U, and T (circles, triangles and diamonds). Flattening (b) introduces new nodes representing the
former hyperedges. Projection (c) replaces hyperedges by binary edges between the incident nodes.
A decomposition into bipartite graphs yields three new graphs (d)-(f). All graph visualizations
created with GraphViz[22].
For every community l, this identifies a ”corresponding” community m from the other domain with
which l shares the most edges. QM rewards a high number of edges shared between these communities (elm ) minus the expected number of shared edges, defined as the product of the normalized
number of edges connected to each community, al am . To the best of our best knowledge, this is the
first modularity measure to explicitly allow distinct community structures for distinct domains.
Modularity in k, k-hypergraphs

3.3
3.3.1

Reduction to a unipartite graph

When a hypergraph is reduced to a simple graph, regular modularity optimization approaches can
be applied. However, information is lost in this process. We define a baseline algorithm based on
such a reduction to test if the information loss is relevant for the task of community detection.
There are two ways of reducing a hypergraph to a simple graph: Either “flattening” it as illustrated
in Figure 1 (b): for each edge (d, u, t), a node e representing that edge is introduced and three edges
(d, e), (u, e), (t, e) are created in the reduced graph. Alternatively, the hypergraph can be “projected”
(Figure 1 (c)): for each edge (d, u, t), three new edges (d, u), (d, t), (u, t) are introduced. In case
another edge (d, u, t0 ) exists, the edge (d, u) may either be weighted more strongly or not at all.
Experiments with various community detection algorithms on flattened as well as weighted and
unweighted reductions of hypergraphs have been performed but are omitted here due to space constraints; in general, the weighted projected approach outperforms the flattened approach, which in
turn outperforms the unweighted projected one. Of the different optimization methods, spectral
optimization of Newman’s modularity[2] typically yielded the best results. So we will use this
algorithm, applied on the weighted projected graph, as the baseline approach.
3.3.2

Reduction to bipartite graphs

For the approach we will refer to as “3-bipartite”, we perform an alternative decomposition into three
(or, more generally, k(k−1)
) bipartite graphs. As illustrated in Figure 1 (d)-(f), each edge (d, u, t)
2
of a hypergraph H results in an edge (d, u) in a first graph called DU (H), and an edge (d, t)/(u, t)
in the two next graphs DT (H) and U T (H). Again, multiple occurrences of a pair like (d, t) lead
to a weighted new edge. We will now to proceed to define a joint modularity measure based on the
average Murata modularity in the individual bipartite graphs.
Definition 4 (3-Bipartite Modularity) Let gD , gU and gT be the individual clusterings for each
domain. Let gX ∪ gY denote the combination of two clustering, assigning elements from domain X
or Y to the community given by gX or gY , respectively.
Then the 3-bipartite modularity Q of (gD , gU , gT ) w.r.t. a hypergraph H is defined as
Q3B =

1
(QM (DU (H), gD ∪ gU ) + QM (DT (H), gD ∪ gT ) + QM (U T (H), gU ∪ gT ))
3

Here, information about the domain membership of the individual nodes is kept. Although the third
of the three challenges (hyper-incidence) is handled by reduction and information loss still happens,
keeping domain membership information and having distinct community models take care of the
two first challenges.
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Figure 2: Schematic drawing of the two synthetic datasets (a+b). Arrows indicate each domain
community’s prefered community from the other domains. (c) and (d) show the adjancency tensor
for a graph produced by model (a), with nodes being ordered randomly (c) or by community (d).

Currently, we optimize this measure in a brute-force, greedy bottom-up fashion: Starting with each
node in a single community, in each step the two communities are merged that result in the highest
gain in modularity. Since the absolute modularity value may oscillate (the gain may take on negative
values temporarily, e.g., until corresponding communities in different domains are merged), these
mergers are performed until all nodes belong to a single domain before choosing the clustering with
the maximal modularity value.

4

Data & Experiments

A common way[16, 23] of judging the performance of community detection algorithms is the construction of synthetic graphs in which a community structure is defined and edges connect nodes
from the same communities with a probability p, a structure sometimes described as a (relaxed, for
p < 1) caveman graph[14]. The ability of algorithms to reconstruct the original clustering is then
used as a performance indicator. Here, we propose a generalization suitable for k, k-hypergraphs.
4.1

Non-overlapping communities

For the first scenario, we define n communities with a fixed number of nodes for each domain. The
ith community is defined to correspond to the ith communities in the two other domains. Edges
are generated by picking a random
node and then picking another node from all other domains,
p
each with probability 1 − k−1 (1 − p) from the corresponding community. Like that, the overall
probability of all elements of an edge coming from corresponding communities remains p. Figure 2
(a) illustrates this idea for two communities per domain. (c) shows the unsorted adjacency tensor of
a graph created by this model (p=0.95). Reconstructing the community structure and sorting nodes
by community leads to dense blocks along the diagonal as shown in (d).
4.2

Overlapping communities

The more interesting case is the presence of overlapping communities. Here, we propose the simplest constellation in which this could happen: Two document and two user communities, but only
one tag community exist. Each edge is created by picking a random document, picking a user
from the corresponding community with probability p and always adding a tag from the single tag
community (see Figure 2 (b)).
4.3

Evaluation

2MI(A,B)
For evaluation, we use the Normalized mutual information NMI(A, B) = H(A)+H(B)
between the
original clustering A and the found clustering B, where MI is mutual information and H entropy[16].
This measures the amount of information one distribution contains about the other and normalization
makes sure it takes on a value between 1 (perfect agreement) and 0 (complete independence). If both
the correct and predicted clustering consist of one single cluster for all elements, the denominator
vanishes. In this case, we define NMI to be 1, because the correct clustering has been predicted. The
final performance value is obtained by taking the mean of the NMI values of the k(k−1)
different
2
bipartite graphs.
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Figure 3: Normalized mutual information (y) vs. p (x) on the non-overlapping test dataset for
varying numbers of communities and edges, with 10 nodes per community and domain. The solid,
green line indicates the performance of the proposed “3-bipartite”, the dotted, black line represents
the baseline approach. Error bars indicate standard errors over 10 trials.
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(a) original structure and result of “3bipartite” method

(b) result of baseline clustering on weighted,
projected reduction

Figure 5: Community structure and community detection results with overlapping communities.
p=1.0, edges=3. Colors indicate community membership. Without access to domain information,
the “tags” (diamonds) are split into two communities (b), whereas the 3-bipartite approach can
reconstruct the original structure (a).
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5.1

Results & Discussion
Non-overlapping communities

Both examined algorithms were applied to various collections of randomly created hypergraphs,
varying both the number of communities and the number of edges per node. It turns out that both
algorithms benefit from an increased number of communities as well as from an increased number
of edges per node. The 3-bipartite approach mostly outperforms the baseline approach in the high
p domains, but shows increased volatility and drops off quicker as p decreases, i.e. is not able
to recognize strongly distorted community structures as well. Manual inspection of the resulting
clustering suggests that the two drawbacks are caused by a tendency of the 3-bipartite approach to
assign all nodes to a single community in certain situations, resulting in a NMI of 0. However, the
main purpose of this experiment is to show that the 3-bipartite approach performs at least comparably
to graph-based algorithms in situations in which neither the hypergraphical structure nor overlapping
community structures give it special advantages.
5.2

Overlapping communities

Figure 4 shows the results on the dataset with overlapping communities. The goal here is to identify
the two document and two user communities without splitting the single tag community in two.
Again, both methods benefit from an increased number of edges. As in the previous experiment,
the 3-bipartite measure is more affected by high levels of noise – the horizontal lines at around .33
indicate the NMI of assigning all nodes to one community (which yields an individual NMI of 1 for
the tags and an NMI of 0 for the other two domains). The most central result in our view, however, is
that given enough nodes and low enough noise, the 3-bipartite approach manages to fully reconstruct
the original clustering in many cases, while the baseline approach never does. Let us examine this
phenomenon in some more depth.
Figure 5 shows an overlapping graph with 3 edges per node, 5 nodes per cluster (for better visibility)
and p = 1. Colours indicate community membership, where the corresponding document and user
communities have been assigned the same colours (although not identical communities technically).
Figure 5 (a) shows the ideal structure, which is identical to the structure retrieved by the proposed
approach. Figure (b) shows the clustering result of the baseline approach. What happens is that
the tag clusters are split according to their proximity to either the first or second document/user
community group. By letting go of the partition information, the baseline approach has no reason to
assume the tag/diamond nodes (not recognizable as such) should not be split into two communities
if they appear to belong to one of the two groups. Keeping that information, however, it can be
7

Figure 6: Communities in a real tagging dataset. Although some non-overlapping communities
exist (upper right), accounting for at least 70% of each community’s edges leads to connections
among various communities (left) in many cases, indicating the existence of overlapping community
structures between documents, users, and tags.

found that the best clustering is to keep all tags in one community. Four communities (two from
documents and users each) are now fully connected to their corresponding tag community.

6

Conclusion & Outlook

We have outlined the specific challenges of community detection in k, k-hypergraphs and proposed
a specialized detection algorithm and evaluation datasets. Specifically in the presence of overlapping
communities in different domains, the specialized approach could be shown to outperform a simpler
approach disregarding domain information.
Our current research focusses on applying these findings to real-world datasets. In particular, it is
important to determine if the scenario of overlapping communities is actually realistic. First experiments suggest that this is in fact the case. We have clustered the Bibsonomy dataset[24] with about
900.000 edges using the baseline approach with a fast optimization algorithm[17]. Figure 6 shows
a visualization of the resulting communities and, for each community, at least 70% of the edges it
shares with other communities (prefering those connections containing a larger amount of edges).
Although in some cases corresponding document, user, and tag communities exist which share a
large amount of edges just between each other (right), most communities entertain connections
to various communities from other domains, supporting the hypothesis of overlapping community
structures and emphasizing the relevance of domain-specific clustering approaches.
Of course, the proposed algorithm suggests further improvements. We would like results with a
lower variance, more resistance to noise, and have not even started quantifying the effect of losing the
full tripartite structure. Furthermore, having to operate on three graphs makes it difficult to formulate
a less brute-force optimization method. We believe a modularity measure working natively on k, khypergraphs might resolve these issues. Also, other community detection methods lend themselves
to generalization to hypergraphs. We hope to have provided a framework for evaluation of different
future approaches and to have stimulated further research into these exciting questions.
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