CS246H: Mining Massive Datasets Hadoop Lab Winter 2018

Hadoop Tutorial

General Instructions

The purpose of this tutorial is to get you started with Hadoop. Completing the tutorial is
optional.

Here you will learn how to write, compile, debug and execute a simple Hadoop program.
First part of the assignment serves as a tutorial and the second part asks you to write your
own Hadoop program.

Section 1 describes the virtual machine environment. Instead of the virtual machine, you
are welcome to setup your own pseudo-distributed or fully distributed cluster if you pre-
fer. Any version of Hadoop that is at least 1.0 will suffice. (For an easy way to set up
a cluster, try Cloudera Manager:http://archive.cloudera.com/cm5/installer/latest/
cloudera—manager—installer.bin.) If you choose to setup your own cluster, you are re-
sponsible for making sure the cluster is working properly.

Section 2 explains how to use the Eclipse environment in the virtual machine, including how
to create a project, how to run jobs, and how to debug jobs. Section 2.5 gives an end-to-end
example of creating a project, adding code, building, running, and debugging it.

Section 3 is the actual homework assignment. In section 3, you are asked to write your own
MapReduce job.


http://archive.cloudera.com/cm5/installer/latest/cloudera-manager-installer.bin
http://archive.cloudera.com/cm5/installer/latest/cloudera-manager-installer.bin
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Questions

1 Setting up a virtual machine

You have two choices for running a virtual machine. You can either use VirtualBox or
Docker.

1.1 Virtual Box

e Download and install VirtualBox on your machine: http://virtualbox.org/wiki/
Downloads

e Download the Cloudera Quickstart VM at https://downloads.cloudera.com/demo_
vm/virtualbox/cloudera-quickstart-vm-5.12.0-0-virtualbox.zip. After the down-
load completes, check that it is the correct size. The server occasionally drops the
download connection before the download is complete. If the download isn’t the cor-
rect size, delete it and try again.

e Uncompress the VM archive. It is compressed with 7-zip. If needed you can download
a tool to uncompress the archive at http://www.7-zip.org/.

e Start VirtualBox and click Import Appliance in the File dropdown menu. Click the
folder icon beside the location field. Browse to the uncompressed archive folder, select
the .ovf file, and click the Open button. Click the Continue button. Click the Import
button. If the import fails, try deleting the folder that was created when you unzipped
the archive and try unzipping it again.

e Your virtual machine should now appear in the left column. Select it and click on Start
to launch it.

e To verify that the VM is running and you can access it, open a browser to the URL:
http://localhost:8088. You should see the resource manager UI. The VM uses port
forwarding for the common Hadoop ports, so when the VM is running, those ports on
localhost will redirect to the VM.

e Optional: Open the Virtual Box preferences (File — Preferences — Network) and
select the Adapter 2 tab. Click the Enable Network Adapter checkbox. Select Host-
only Adapter. If the list of networks is empty, add a new network. Click OK. If you
do this step, you will be able to connect to the running virtual machine via SSH from
the host OS at 192.168.56.101. The username and password are 'cloudera’.


http://virtualbox.org/wiki/Downloads
http://virtualbox.org/wiki/Downloads
https://downloads.cloudera.com/demo_vm/virtualbox/cloudera-quickstart-vm-5.12.0-0-virtualbox.zip
https://downloads.cloudera.com/demo_vm/virtualbox/cloudera-quickstart-vm-5.12.0-0-virtualbox.zip
http://www.7-zip.org/
http://localhost:8088
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1.2 Docker

Follow the instructions at https://www.cloudera.com/documentation/enterprise/5-12-x/
topics/quickstart_docker_container.html

2 Running Hadoop jobs

Generally Hadoop can be run in three modes.

1. Standalone (or local) mode: There are no daemons used in this mode. Hadoop
uses the local file system as an substitute for HDFS file system. The jobs will run as
if there is 1 mapper and 1 reducer.

2. Pseudo-distributed mode: All the daemons run on a single machine and this setting
mimics the behavior of a cluster. All the daemons run on your machine locally using
the HDF'S protocol. There can be multiple mappers and reducers.

3. Fully-distributed mode: This is how Hadoop runs on a real cluster.

In this homework we will show you how to run Hadoop jobs in Standalone mode (very useful
for developing and debugging) and also in Pseudo-distributed mode (to mimic the behavior
of a cluster environment).

2.1 Creating a Hadoop project in Eclipse

(There is a plugin for Eclipse that makes it simple to create a new Hadoop project and
execute Hadoop jobs, but the plugin is only well maintained for Hadoop 1.0.4, which
is a rather old version of Hadoop. There is a project at https://github.com/winghc/
hadoop2x-eclipse-plugin that is working to update the plugin for Hadoop 2.0. You can
try it out if you like, but your milage may vary.)

To create a project:
1. Open Eclipse. If you just launched the VM, you may have to close the Firefox window
to find the Eclipse icon on the desktop.

2. Right-click on the training node in the Package Explorer and select Copy. See Figure
1.


https://www.cloudera.com/documentation/enterprise/5-12-x/topics/quickstart_docker_container.html
https://www.cloudera.com/documentation/enterprise/5-12-x/topics/quickstart_docker_container.html
https://github.com/winghc/hadoop2x-eclipse-plugin
https://github.com/winghc/hadoop2x-eclipse-plugin
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Figure 1: Create a Hadoop Project.

3. Right-click on the training node in the Package Explorer and select Paste . See Figure
2.
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Copy ctri+C
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Figure 2: Create a Hadoop Project.

4. In the pop-up dialog, enter the new project name in the Project Name field and click
OK. See Figure 3.



CS246H: Mining Massive Datasets - Problem Set 0
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| Use default location
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Figure 3: Create a Hadoop Project.

5. Modify or replace the stub classes found in the src directory as needed.

2.2 Running Hadoop jobs in standalone mode

Once you've created your project and written the source code, to run the project in stand-

alone mode, do the following:

1. Right-click on the project and select Run As — Run Con figurations. See Figure 4.
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2. In the pop-up dialog, select the Java Application node and click the New launch con-
figuration button in the upper left corner. See Figure 5.

Run Configurations
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@

Close

Figure 5: Run a Hadoop Project.

3. Enter a name in the Name field and the name of the main class in the Main class field.
See Figure 6.
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Figure 6: Run a Hadoop Project.

4. Switch to the Arguments tab and input the required arguments. Click Apply. See

Figure 7. To run the job immediately, click on the Run button. Otherwise click Close
and complete the following step.
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Figure 7: Run a Hadoop Project.

Right-click on the project and select Run As — Java Application. See Figure 8.
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Figure 8: Run a Hadoop Project.

In the pop-up dialog select the main class from the selection list and click OK. See
Figure 9.
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Figure 9: Run a Hadoop Project.

After you have setup the run configuration the first time, you can skip steps 1 and
2 above in subsequent runs, unless you need to change the arguments. You can also

create more than one launch configuration if you’d like, such as one for each set of
common arguments.

2.3 Running Hadoop in pseudo-distributed mode

Once you've created your project and written the source code, to run the project in pseudo-
distributed mode, do the following:

1. Right-click on the project and select Ezport. See Figure 10.
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Figure 10: Run a Hadoop Project.

2. In the pop-up dialog, expand the Java node and select JAR file. See Figure 11. Click
Next >
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Figure 11: Run a Hadoop Project.

3. Enter a path in the JAR file field and click Finish. See Figure 12.
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Figure 12: Run a Hadoop Project.

4. Open a terminal and run the following command:
hadoop jar path/to/file.jar input path output path
After modifications to the source files, repeat all of the above steps to run job again.

2.4 Debugging Hadoop jobs

To debug an issue with a job, the easiest approach is to run the job in stand-alone mode
and use a debugger. To debug your job, do the following steps:

1. Right-click on the project and select Debug As — Java Application. See Figure 13.
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Figure 13:

Debug a Hadoop project.

2. In the pop-up dialog select the main class from the selection list and click OK. See

Figure 14.

Select Java Application

Select type (? = any character, * = any String, TZ = TimeZone):

@

Matching items:

G. StubDriver - (default package) i

@ ANSIBuffer - jline
@ AsMifierClassVisitor - org.mockito.asm.util
@ ApplicationCL! - org.apache.hadoop.yam.client.cli
© ArrayFile - org.apache.hadoop.io
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Figure 14: Run a Hadoop Project.
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You can use the Eclipse debugging features to debug your job execution. See the additional
Eclipse tutorials at the end of section 2.6 for help using the Eclipse debugger.

When running your job in pseudo-distributed mode, the output from the job is logged in the
task tracker’s log files, which can be accessed most easily by pointing a web browser to port
8088 of the server, which will the localhost. From the job tracker web page, you can drill
down into the failing job, the failing task, the failed attempt, and finally the log files. Note
that the logs for stdout and stderr are separated, which can be useful when trying to isolate
specific debugging print statements.

2.5 Example project

In this section you will create a new Eclipse Hadoop project, compile, and execute it. The
program will count the frequency of all the words in a given large text file. In your virtual
machine, Hadoop, Java environment and Eclipse have already been pre-installed.

e Open Eclipse. If you just launched the VM, you may have to close the Firefox window
to find the Eclipse icon on the desktop.

e Right-click on the training node in the Package Explorer and select Copy. See Figure

15.

f# Package Explorer 2 = 0
- v
™ e >
Go Into

Open in New Window
Open Type Hierarchy F4
Show In Shift+Alt+W >

l J

Copy Qualified Name
Paste Ctri+Vv
Delete Delete

Figure 15: Create a Hadoop Project.

e Right-click on the training node in the Package Explorer and select Paste. See Figure
16.
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Open in New Window
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Copy Ctri+C
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Delete Delete

Figure 16: Create a Hadoop Project.

e In the pop-up dialog, enter the new project name in the Project Name field and click
OK. See Figure 17.

& Copy Project X

Project name: [WordCound ]

| Use default location

@ ‘ Cancel ‘ ‘ OK

Figure 17: Create a Hadoop Project.

e Create a new package called edu.stanford.cs246.wordcount by right-clicking on the
src node and selecting New — Package. See Figure 18.
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m
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Figure 18: Create a Hadoop Project.

e Enter edu.stanford.cs246.wordcount in the Name field and click Finish. See Figure
19.

New Java Package

Java Package
Create a new Java package. £

Creates folders corresponding to packages.

Source folder: \WordCounthrc | ‘ Browse... ‘

Name: [edu‘stanford.c5246‘wordcound ]

[[] Create package-info.java

® ‘ Cancel ‘ ‘ Finish

Figure 19: Create a Hadoop Project.

e (Create a new class in that package called WordCount by right-clicking on the edu.stanford.cs246.wordcc
node and selecting New — Class. See Figure 20.
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P =i Referenced L

Open Type Hierarchy
Show In

b g conf

Copy

Copy Qualified Name
Paste

Delete

Java Project
Project... atic
F4 Package
Shift+AIE+W > | |
Ctri+C Interface mapf
Enum pur
Ctri+V Annotation
Delete Source Folder

lava Working Set

Figure 20: Create a Hadoop Project.

e In the pop-up dialog, enter WordCount as the Name. See Figure 21.

= New Java Class X
Java Class
Create a new Java class. @
Source folder: [WordCounUsrc } | Browse...
Package: |edu,stanford‘cs246,wordcount ] | Browse...
[ Enclosing type:
Name: [wordCount] ]
Modifiers: @® public ) default
[7] abstract [] final [
Superclass: |java.lang.object || Browse..
Interfaces: | Add...
Which method stubs would you like to create?
[] public static void main(String[] args)
[[] Constructors from superclass
Inherited abstract methods
Do you want to add comments? (Configure templates and default value here)
[] Generate comments
@ ‘ Cancel ‘ [ Finish

Figure 21: Create a Hadoop Project.

e In the Superclass field, enter Configured and click the Browse button. From the popup
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window select Configured — org.apache.hadoop.conf and click the OK button. See
Figure 22.

2 New Java Class x

[ Superclass Selection X

Choose a type: -
[Configured E)

Matching items:
€ Configured - org.apache.hadoop.conf

© configuredFailoverProxyProvider
©° ConfiguredNNAddress

org.apache hadoop.conf - fhome/cloudera...h4.0.0/hadoop-common-2.0,0-cdh4.0.0.jar

® | Cancel | l OK

T TS g TES T T T oS
Do you want to add comments? (Configure templates and default value here)
[l Generate comments

@ Cancel | | Finish

Figure 22: Create a java file.

e In the Interfaces section, click the Add button. From the pop-up window select Tool —
org.apache.hadoop.util and click the OK button. See Figure 23.
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€ Implemented Interfaces Selection x x i
Java Class .
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Create a new
[Tool jJ
source folder:| Matching items: Browse... |
Package: |
[ Enclosingq |@ Tool - javax.tools - [jdk1.6.0_32] Brow
@ ToolkitThreadBlockedHandler
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Modifiers:
Superclass: Browsg... |
Interfaces: Add
Which method
@ )
org.apache.hadoop.util - /h...p-common-2.0.0-cdh4.0.0.jar
Do you want §
@ | Add } | Cancel | [ 0K }
@ Cancel I I Finish

Figure 23: Create a java file.

e Check the boxes for public static void main(String args[]) and Inherited abstract meth-
ods and click the Finish button. See Figure 24.
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Java Class
Create a new Java class. @
Source folder: |wordCount/src || Browse.. |
Package: [edu.stanford‘csz46‘wordcount ] Browse... |
[ Enclosing type: | e
Name: [Wordcaunt
Modifiers: @ public O default D private O protected

[7) abstract ] final atic
Superclass: [org.apache.hadonp.conf.canﬁgured Browse... |
Interfaces: ‘I’ org.apache.hadoop.util. Tool T|

Remove |

Which method stubs would you like to create?
¥ |public static yoid main(String[] args)

[ Constructors from superclass
] Inherited abstract methods

Do you want to add comments? (Configure templates and default value here)
[[] Generate comments

® [ Cancel HEH\T‘

Figure 24: Create WordCount.java.

e You will now have a rough skeleton of a Java file as in Figure 25. You can now add
code to this class to implement your Hadoop job.

[# Package Explorer 82 = B  [J StubDriver.java [31 wordCount.java &
B % - T backage edu.stanford.cs246.wordcount;
P 32 training  import org.apache.hadoop.conf.Configured;
¥ i WordCount public class WordCount extends Configured implements Tool {
¥ @i © @0verride
v [# (default package) a public int run(String[] arg@) throws Exception {
b [f) StubDriverjava @ // TODO Auto-generated method stub
» - return 0;
P [3) StubMapperjava }
P [3 StubReducer.java - o
P[5 StubTest java * @param args
*/
g edu.stanford.cs246 wordcount o public static void main(String[] args) {
» 0 WordCount.java @ // TODO Auto-generated method stub
P =4 JRE System Library [JavaSE-1.6] }
D =4 Referenced Libraries
P &= conf ¥

Figure 25: Create WordCount.java.

e Rather than implement a job from scratch, copy the contents from http://snap.
stanford.edu/class/cs246-data-2014/WordCount . java and paste it into the WordCount . java


http://snap.stanford.edu/class/cs246-data-2014/WordCount.java
http://snap.stanford.edu/class/cs246-data-2014/WordCount.java
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file. See Figure 26. The code in WordCount . java calculates the frequency of each word
in a given dataset.

[# Package Explorer 3 = 1J] StubDriver.java J) WordCount.java 22
= G - lpackage edu.stanford.cs246.wordcount;
b gtraining = import java.io.I0Exception;
. import org.apache.hadoop. conf.Configuration;
= 1 WordCount import org.apache.hadoop.conf.Configured;
v g9 sC import org.apache.hadoop. fs.Path;
import org.apache.hadoop. io. IntWritable;
~ i (default package) import org.apache.hadoop.io.LongWritable;
b i) StubDriverjava inport org.apache.hadoop. io. Text;
. import org.apache.hadoop.mapreduce. Job;
b [3) StubMapper.java import org.apache.hadoop.mapreduce.Mapper;

import org.apache.hadoop.mapreduce. Reducer;
> [ StubReducerjava import org.apache.hadoop.mapreduce. lib.input.FileInputFormat;
P [1) StubTest.java import org.apache.hadoop.mapreduce.lib.input.TextInputFormat;

import org.apache.hadoop.mapreduce. Lib.output.FileOutputFormat;

¥ ji# edu.stanford.cs246.wordcount import org.apache.hadoop.mapreduce. Lib.output. TextOutputFormat;

inport org.apache. nadoup. i1 Tool

b mJRE System Library [JavasE-1.6) import org.apache. hadoop. util.ToolRunner;

b m Referenced Libraries public class WordCount extends Configured implements Tool {
. public static veid main(String(] args) throws Exception {
b g conf int res = ToolRunner.run(new Configuration(), new WordCount(), args);

System.exit(res);

Override
a public int run(String[] args) throws Exception {

Figure 26: Create WordCount.java.

e Download the Complete Works of William Shakespeare from Project Gutenberg at
http://www.gutenberg.org/cache/epub/100/pgl100.txt. You can do this simply
with cURL, but you also have to be aware of the byte order mark (BOM). You can
download the file and remove the BOM in one line by opening a terminal, changing to
the ~/workspace/WordCount directory, and running the following command:

curl http://www.gutenberg.org/cache/epub/100/pgl00.txt | perl -pe ’s/~\xEF\xBB
\xBF//’ > pgl00.txt

If you copy the above command beware the quotes as the copy/paste will likely mis-
translate them.

e Right-click on the project and select Run As — Run Con figurations. See Figure 27.


http://www.gutenberg.org/cache/epub/100/pg100.txt
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/2 Package Explore
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fs.Path;
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.mapreduce.Job;
.mapreduce.Mapper;
.mapreduce.Reducer;

.mapreduce.lib.input.FileInpu
.mapreduce.lib.input.TextInpu
.mapreduce.lib.output.FileQut
.mapreduce.lib.output.TextOut

.util.Tool;
.util.ToolRunner;

[] args) throws Exception {
[ Y

Vb FndranE )

F5

Javadoc

Declaration Console 52

splay at this time.

Figure 27: Run WordCount.java.

e In the pop-up dialog, select the Java Application node and click the

figuration button in the upper left corner. See Figure 28.

2
File Edit Source Refactor N
NCE | N
I# Package Explorer %

New laur

b gettraining

Run Configurations

Create, manage, and run configurations

[Run a Java application

Assign Working Sets...
N Lava Applet ShiftrAlt+X A
Debug As > 2Java Application Shift+alt+X |
validate 3 JUnit Test Shift+Alt+X T
feam g Run Configurations.
WordCol  Compare With >

@

configuration | )

¥i Java Applet
= Ju Junit
Ju StubTest
m2 Maven Build
Jiy Task Context Test

Filter matched 6 of 8 items

@

Configure launch settings from this dialog:

R e

- Press the "New' button to create a configuration of the selected type.
- Press the "Duplicate" button to copy the selected configuration.

- Press the "Delete" button to remove the selected configuration.

- Press the "Filter' button to configure filtering options.

- Edit or view an existing configuration by selecting it.

Configure launch perspective settings from the 'Perspectives' preference page.

Close

[

Figure 28: Run WordCount.java.

New launch con-

e Enter a name in the Name field and WordCount in the Main class field. See Figure 29.
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Run Configurations

Create, manage, and run configurations -
Run a Java application @

iEB X B 3» - Name: IDnver |

| #|| @ Main . ®- Arguments| =4 JRE| “ Classpath & Source| B Environment| £ Common

3 Java Applet Eiec
< [3] Java Application [M’ordCount I | Browse... ‘
Main class:
- Ji
vjunit [edu,stanford,c5246.wordcount,wordcount ] | Search... ‘

Ju StubTest
m2 Maven Build
Juy Task Context Test () Include inherited mains when searching for a main class

[ Include system libraries when searching for a main class

(] Stop in main

N . Appl
Filter matched 7 of 9 items PPy

() Close ‘ ‘ Run

Figure 29: Run WordCount.java.

e Switch to the Arguments tab and put pgl00.txt output in the Program arguments
field. See Figure 30. Click Apply and Close.

[ Run Configurations X
Create, manage, and run configurations -
Run a Java application @

FE X B 3~ Name: {Driver |

\ 4 © Main |- Arguments .= JRE| %; Classpath| %, Source | B§ Environment| =1 Common

Program arguments: —

3 Java Applet
pg100.txt output]

~ [ Java Application

= Ju JUnit ‘Van;ables...
Ju StubTest -
mz Maven Build

VM arguments:

Juy Task Context Test E

Variables... |
Working directory:
(@ Default:
O Other:
Filter matched 7 of 9 items Apply | Reyert
@)
@ Close ‘ Run

Figure 30: Run WordCount.java.

e Right-click on the project and select Run As — Java Application. See Figure 31.



CS246H: Mining Massive Datasets - Problem Set 0

23

{2 Package Explorer &2 = O J] StubDriver.java J wordCount.java 2
B % - " package edu.stanford.cs246.wordcount;
[ ﬁtraining import java.io.IOException;
2 | 5 import org.apache.hadoop.conf.Configuration;
New ) Ipache. hadoop.conf.Configured;
- pache.hadoop.fs.Path;
Go [nto pache.hadoop.10.IntWritable;
. pache.hadoop.io.LongWritable;
Open in New Window pache.hadoop. 0. Text;
Open Type Hierarchy F4 |pache.hadoop.mapreduce. Job;
- i pache. hadoop.mapreduce. Mapper;
Show In Shift+AI+W ¥ |pache. hadoop. mapreduce . Reducer;
pache.hadoop.mapreduce. Lib. input. FileInputFe
Copy Ctrl+C |pache. hadoop.mapreduce. 1ib. input . Text InputFe
4 Copy Qualified Name pache.hadoop.mapreduce. Lib. output.FileQutput
pache.hadoop.mapreduce. 1ib. output. TextOutpul
Paste Ctrl+V jpache . hadoop.util.Tool ;
b, Delete Delete Jpache.hadoop.util.ToolRunner;
D ¥ Rermove from Confext Shiftartr] o AlEs Down | WordCount extends Configured implements Toc
b . atic veid main(String[] args) throws Except:
&  Build Path > is = ToolRunner.run(new Configuration(), new
Source Shllft+Alt+5 > _exit(res);
Refactor Shift+AIt+T »
Import..
Export... it run(String[] args) throws Exception {
1 ——.
Refresh F5
Cloge Project avadoc [} Declaration E Console &

Close Unrelated Projects
Assign Working Sets...

Debug As
Validate

Team

WordCo|  compare With

[ BnAs )

WOV

splay at this time.

1)ava Applet Shift+Alt+X A
ava Applicatio 5| Al

3 )Unit Test Shift+Alt+X T

Run Configurations...

Figure 31: Run WordCount.java.

e In the pop-up dialog select WordCount - edu.stanford.cs246.wordcount from the selec-

tion list and click OK. See Figure 32.

€ Select Java Application

Select type (7 = any character, * = any String, TZ = TimeZone): -

(=

Matching items:

@ stubDriver - (default package)

[ I
@ ANSIBuffer - jline
@ AsMifierClassVisitor - org.mockito.asm.util

® ArmayFile - org.apache.hadoop.io

@ CU - org.apache.hadoop.mapreduce.tools
& CheckClassAdapter - org.mockito.asm.util

o~

‘G WordCount - edu.stanford.cs246.wordcount

@ ApplicationCLI - org.apache.hadoop.yam.client.cli

® BackupNode - org.apache.hadoop.hdfs.server.namenode
@ Balancer - org.apache.hadoop.hdfs.server.balancer

(<]

# edu.stanford.cs246.wordcount

@

Cancel | [ oK ]

Figure 32: Export a hadoop project.
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You will see the command output in the console window, and if the job succeeds,
you’ll find the results in the ~/workspace/WordCount/output directory. If the job
fails complaining that it cannot find the input file, make sure that the pg100.txt file
is located in the ~/workspace/WordCount directory.

e Right-click on the project and select Fxport. See Figure 33.

[ Package Explorer &

WordCount java

119383
241

b 12 trainin “'Tis 1
i= training "A 4
m_. AL war ren
v s New >
v B Go Into
b Open in New Window
b Open Type Hierarchy F4
p| ShowIn Shift+Alt+W >
b Copy Ctri+C
v 8 copy Qualified Name
P Ppaste Ctri+V
> =Rl pelete Delete
P miRe
b g2 co
= Build Path >
Source Shift+Alt+S >
Refactor Shift+Alt+T >
Import...
Refresh

Close Proiect

FS B

Figure 33: Run WordCount.java.

e In the pop-up dialog, expand the Java node and select JAR file. See Figure 34. Click

Next >
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& Export X
Select /-‘
Export resources into a JAR file on the local file system. rr‘:'l]

Select an export destination:

Lype niter text Agl

I = General
P = Install
=~ [=]ava
@] Javadoc
. Runnable JAR file
P = Run/Debug
P = Tasks
P = Team
P 2= XML

@ < Bac [ Next > l [ Cancel l E

Figure 34: Export a hadoop project.

e Enter /home/cloudera/wordcount.jar in the JAR file field and click Finish. See
Figure 35.
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JAR Export

JAR File Specification

Define which resources should be exported into the JAR.

Select the resources to export:
b [ training ¥ ¥ .classpath

+ = & WordCount X] .project

I [El hadoop.log

] Export generated class files and resources
[J] Export all output folders for checked projects
[] Export Java source files and resources

[] Export refactorings for checked projects.

Select the export destination:

JAR file: !homefcloudera!WordCoundJar v Browse...

Options:
I Compress the contents of the JAR file
[ Add directory entries

[[] Overwrite existing files without waming

@’ < Back Next > Cancel | ‘ Einish

Figure 35: Export a hadoop project.

If you see an error dialog warning that the project compiled with warnings, you can
simply click OK.

Open a terminal and run the following commands:

hadoop fs -put workspace /WordCount/pgl00.txt

hadoop jar wordcount.jar edu.stanford.cs246.wordcount.WordCount pgl00.txt
output

Run the command: hadoop fs -1s output

You should see an output file for each reducer. Since there was only one reducer for
this job, you should only see one part-* file. Note that sometimes the files will be
called part-NNNNN, and sometimes they’ll be called part-r-NNNNN. See Figure 36.

[cloudera@localhost Desktopl$ hadoop fs -1s output
Found 3 items

-MW-r--r-- 3 cloudera cloudera 0 2014-01-81 16:22 output/ SUCCESS
drwxr-xr-x - cloudera cloudera 0 2014-01-61 16:22 output/ logs
-rw-r--r-- 3 cloudera cloudera 720989 2014-81-01 16:22 output/part-r-000ee

Figure 36: Run WordCount job.



CS246H: Mining Massive Datasets - Problem Set 0

27

e Run the command:

bin/hadoop fs -cat output/part\* | head

You should see the same output as when you ran the job locally, as shown in Figure

37

[cloudera@localhost Desktopl]$ hadoop fs -cat output/part\#* | head

119383

" 241
"'Tis 1

“Pl 4
"AS-IS".
"Air," 1
"Alas, 1
"Amen" 2
"Amen"? 1
"Amen," 1

cat: Unable to write to output stream.

Figure 37: Run WordCount job.

e To view the job’s logs, open the browser in the VM and point it to http://localhost:

8088 as in Figure 38

0.0.0.0 Hadoop Map/Reduce Administration - Mozilla Firefox

File Edit View History Bookmarks Tools Help
* 0.0.0.0 Hadoop Map/Reduce Ad... U bt |

48 (@ localhost:50030/jobr

ackerjsp

g v

& @

Most Visitedv [

loudera

i"iCloudera Manager [}

Hue [ 'HDFS NameNode ¢ Hadoop JobTracker [

Cluster Summary (Heap Size is 81.06 MB/1021.94 MB)

| HBase Master [ iSolr

Quick Links

Running | Running Occupied | Occupied | Reserved | Reserved | Map | Reduce '
Map | Reduce | T INodes| Map | Reduce | Map | Reduce | Task | Task Tskiode Blackiisted | Excluded
Tasks | Tasks slots slots slots slots | Capacity | Capacity
o ] 1 1 o o o [+ 2 2 4.00 o 0 =
Scheduling Information
‘ Queue Name | state | scheduling Information |
‘ default ‘ running ‘ NiA ‘
Filter (jobid, Priority, User, Name)
Example: userismith 320" williter by 'smith’ anly in the user fiakd and 3200 n al fislds
Running Jobs
Completed Jobs
. . Job .
. - Map% |Map| Maps | Reduce% |Reduce| Reduces . | Diagne
Jobid Priority| User | Name Scheduling
Complete | Total | Completed | Complete | Total |Completed | >¢M"0! "9 | info
job_201401011523_0001 | NORMAL | cloudera | WordCount | 100.00% 1|1 100.00% |, 1 NA NA
I |

Figure 38: Run WordCount job.

e Click on the link for the completed job. See Figure 39.


http://localhost:8088
http://localhost:8088
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File Edit View History Bookmarks Tools Help
¢ Hadoop job_201401011523 00... | & |

localhost: 201401011523
|

details.

grefresh=0 ~ 2| [ o

EMost Visitedv 7 Cloudera { }Cloudera Manager { iHue { JHDFSNameNode ! Hadoop jobTracker {}HBase Master { iSolr

Hadoop job_201401011523_0001 on 0.0.0.0

User: cloudera
Job Name: WordCount

Job File: hfs://localhost localdomain:8020/user/cloudera/ staging/job_201401011523_0001/job.xmi
Submit Host: localhost. localdomain

Submit Host Address: 127.0.0.1

Job-ACLs: All users are allowed

Job Setup: Successful

Status: Succeeded

Started at: Wed Jan 01 16:22:09 PST 2014

Finished at: Wed Jan 01 16:22:33 PST 2014

Finished in: 24sec

Job Cleanup: Successiul

Kind | % Complete | Num Tasks | Pending | Running | Complete | Killed T::E:‘::':m:‘:s
map & 1 ] 0 1 ] o/o
reduce 100.00% 1 0 0 1 0 o/o
Counter Map Reduce Total
FILE: Number of bytes read 1,508,400 983,464 2,491,864
FILE: Number of bytes written 2,653,323 1,144,606 3.797.929
FILE: Number of read operations 0 o o
FILE: Number of large read operations 0 0 0
FILE: Number of write operations 0 0 0
File System Counters
HDF5: Number of bytes read 5,590,012 0 5.590.012

Figure 39: View WordCount job logs.

e (lick the link for the map tasks. See Figure 40.

Hadoop map task list for job_201461011523_0001 on 0.0.0.0 - Mozilla Firefox
File Edit View History Bookmarks Tools Help

¢ Hadoop map task list forjob_2... | <= |
48 (@ localhost 50

nap&pagenum=1 ~ & |

[ Most Visitedw  {jCloudera "} Cloudera Manager [ jHue { JHDFSNameNode ¢ Hadoop JobTracker  iHBase Master i iSolr

Hadoop map task list for job_201401011523_0001 on 0.0.0.0

All Tasks

Task Complete |Status Start Time Finish Time Errors | Counters

100.00%

task_201401011523_0001_m_000000 1-Jan-2014 16:22:16 | 1-Jan-2014 16:22:23 (6sec) 21

Go back to JobTracker

Hadaop, 2014.

Figure 40: View WordCount job logs.

e Click the link for the first attempt. See Figure 41.
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Hadoop Task Details - Mozilla Firefox

File Edit View History Bookmarks Tools Help
¢ Hadoop Task Details [ =]

4 [@ localhost 5

askdetails. s| k

~ 2] (3~ R

‘Hue [ HDFSNameNode ! HadoopjobTracker [ HBase Master

[ Most Visited

Job job_201401011523_0001

{“iCloudera {}Cloudera Manager

All Task Attempts

. start | Finish Task ]
Task Attempts Machine status | Progress | qins Time | EMTors | [ggs | Counters | Actions
Last
1-Jan-2014 K8
attempt_201401011523_0001_m_000000_0 | /42Ut succeepep | 100-00% | 1jan-2014 | 15555, Last |21
= - - - — | /localhost.localdomain [T | 16:22:16 I
sec) 8KB
All

Input Split Locations
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Go back to the job
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Hadoop, 2014.

Figure 41: View WordCount job logs.

e Click the link for the full logs. See Figure 42.

Mozilla Firefox

e Edit View History Bookmarks Tools Help
sk Logs: 'attempt_20140101... U o |

v & (A R

DFS NameNode ¢ Hadoop JobTracker

2attemptid=attemp

48 (@ localhostlocaldomain: 50050

Most Visitedw

Task Logs: 'attempt 201401011523 _0001_m_000000_0'

Cloudera

loudera Manager

sidout logs L
stderr logs

syslog logs

2014-01- 117,737 WARN mapreduce, Counters: Group org.apache.hadoop.mapred. Task§Counter is deprecated. Use org.apache.hadoop.mapreduce
2014-01- 22:18,667 WARN org.apache.hadoop.conf.Configuration: session.id is deprecated. Instead, use dfs.metrics.session-id

2014-01- 18,669 INFO org.apache.hadoop.metrics.jvm.JviMetrics: Initializing JVM Metrics with processName-MAP, sessionld-

2014-01- 18,982 INFO org.apache.hadoop.util.ProcessTree: setsid exited with exit code @

2014-01- 118,986 INFO org.apache.hadoop.mapred.Task: Using ResourceCaleulatarPlugin : org.apache.hadoop.util.LinuxResourceCalculata

2014-01-01 16:22:19,199 INFO org.apache. hadoop.mapred.MapTask: Processing split: hdfs://Localhost.localdomain:8020/user/cloudera/pg1o0. txt?
:19,205 INFO org.apache. hadoop.mapred.MapTask: Map output collector class = org.apache.hadoop.mapred.MapTasksMapOutputBuffe
119,208 INFO org.apache. hadoop.mapred.MapTask: io.sort.mb = 58

:19,268 INFO org.apache. hadoop.mapred.MapTask: data buffer = 39845888/49867360

119,268 INFO org.apache. hadoop.mapred.MapTask: record buffer = 131072/163840

:20,141 INFO org.apache. hadoop.mapred.MapTask: Spilling map output: record full = true

:20,141 INFO org.apache. hadoop.mapred.MapTask: bufstart = 0; bufend = 1172876; bufvoid = 49807360

:20,141 INFO org.apache. hadoop.mapred.MapTask: kvstart = 0; kvend = 131072; length = 163840

126,436 INFO org.apache.hadoop.io.compress.CodecPool: Got brand-new compressor [.snappyl

120,646 INFO org.apache.hadoop.mapred.MapTask: Finished spill ®

Figure 42: View WordCount job logs.

2.6 Using your local machine for development

If you’d rather use your own development environment instead of working in the IDE, follow
these steps:

1. Make sure that you have an entry for localhost.localdomain in your /etc/hosts
file, e.g.
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127.0.0.1 localhost localhost.localdomain

2. Install a copy of Hadoop locally. The easiest way to do that is to simply download
the archive from http://archive.cloudera.com/cdh5/cdh/5/hadoop-latest.tar.
gz and unpack it.

3. In the unpacked archive, you’ll find a etc/hadoop directory. In that directory, open
the core-site.xml file and modify it as follows:

<?xml version="1.0"7>
<?xml-stylesheet type="text/xsl” href="configuration.xsl”?>

<!— Put site—specific property owverrides in this file. —>

<configuration>
<property>
<name>fs . default .name</name>
<value>hdfs: //192.168.56.101:8020</value>
</property>
</configuration>

4. Next, open the yarn-site.xml file in the same directory and modify it as follows:

<?xml version="1.0"7>
<?xml-stylesheet type="text/xsl” href="configuration.xsl”?>

<!— Put site—specific property owverrides in this file. —>

<configuration>
<property>
<name>yarn.resourcemanager . hostname</name>
<value>192.168.56.101</value>
</property>
</configuration>

You can now run the Hadoop binaries located in the bin directory in the archive, and
they will connect to the cluster running in your virtual machine.

Further Hadoop tutorials

e Yahoo! Hadoop Tutorial: http://developer.yahoo.com/hadoop/tutorial/

e Cloudera Hadoop Tutorial: http://www.cloudera.com/content/cloudera-content/
cloudera-docs/HadoopTutorial/CDH4/Hadoop-Tutorial.html

e How to Debug MapReduce Programs:
http://wiki.apache.org/hadoop/HowToDebugMapReducePrograms


http://archive.cloudera.com/cdh5/cdh/5/hadoop-latest.tar.gz
http://archive.cloudera.com/cdh5/cdh/5/hadoop-latest.tar.gz
http://developer.yahoo.com/hadoop/tutorial/
http://www.cloudera.com/content/cloudera-content/cloudera-docs/HadoopTutorial/CDH4/Hadoop-Tutorial.html
http://www.cloudera.com/content/cloudera-content/cloudera-docs/HadoopTutorial/CDH4/Hadoop-Tutorial.html
http://wiki.apache.org/hadoop/HowToDebugMapReducePrograms

CS246H: Mining Massive Datasets - Problem Set 0 31

Further Eclipse tutorials

o Genera Eclipse tutorial: http://www.vogella.com/articles/Eclipse/article.html.

e Tutorial on how to use the Eclipse debugger: http://www.vogella.com/articles/
EclipseDebugging/article.html.

3 Task: Write your own Hadoop Job
Now you will write your first MapReduce job to accomplish the following task:

e Write a Hadoop MapReduce program which outputs the number of words that start
with each letter. This means that for every letter we want to count the total number
of words that start with that letter. In your implementation ignore the letter case, i.e.,
consider all words as lower case. You can ignore all non-alphabetic characters.

e Run your program over the same input data as above.


http://www.vogella.com/articles/Eclipse/article.html
http://www.vogella.com/articles/EclipseDebugging/article.html
http://www.vogella.com/articles/EclipseDebugging/article.html
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