Note to other teachers and users of these slides: We would be delighted if you found our
material useful for giving your own lectures. Feel free to use these slides verbatim, or to modify
them to fit your own needs. If you make use of a significant portion of these slides in your own
lecture, please include this message, or a link to our web site: http://cs224w.Stanford.edu

Stanford CS224W:

Large Language Models and
GNNs



http://cs224w.stanford.edu/

Announcements

Congratulations on completing the exam!
Colab 4 due today (12/3)
Colab 5 due Thursday (12/5)

Project Report due next Thursday (12/12)
Last lecture is this Thursday

12/3/2024 Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs, http://cs224w.stanford.edu
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GNNs & LLMs in PyG

By: Rishi Puri, Junhao Shen, & Zack Aristel
NVIDIA, Southern Methodist University, & Georgia lech




LLM/Transformer Intro

LLMs (Transformer) excel at predicting the next token in sequences

“Attention is all you need” is plateauing

LLM’s pretrained for single hop logic:

©)

Given context tokens, predict next tokens

Single hop logic -> associative memory

@)

Fails out of distribution

Infinite out of distribution tasks in NLP, robotics, medicine, etc
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Figure 1: The Transformer - model architecture.



GNN Intro

e The “Transformer layer can be seen as a special GNN that runs on a fully
connected ‘word’ graph” - Jure Leskovec CS224W

GNNs are ideal encoder for graphs

N layer GNN -> N hops of logic

GNNs can improve LLM accuracy by adding semi-orthogonal information
size(LLM) >> size(GNN) -> almost no compute cost for adding GNN to LLM
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PyG 2.6: Initial GNN+LLM features

o G-retriever” @;‘3 == o~
o \WebQSP* dataset (RAG* Question Answering with Knowledge Graph Context)
o Source Used: https://hugaingface.co/datasets/Youm9602/RoG-webgsp

e Training example for G-retriever on WebQSP

o https://qithub.com/pyg-team/pytorch_geometric/blob/master/examples/lim/g_retriever.py

o Default LLM+GNN: Llama2-7b + Graph Attention Transformer (GAT)
m TinyLLama-1.1B with --tiny llama flag
m Can easily swap in any Huggingface LLM
e GPU speeds up orders of magnitude over CPU!

*RAG = Retrieval Augmented Generation *G-retriever: https://arxiv.org/abs/2402.07630



https://huggingface.co/datasets/Youm9602/RoG-webqsp
https://github.com/pyg-team/pytorch_geometric/blob/master/examples/llm/g_retriever.py
https://arxiv.org/abs/2402.07630

Example: Made Up NVIDIA Org Chart

Question:

Who is the shared coworker between Bob Joe and Ronald Coleyman?

Answer:
Arno Swarzfinger

node_id,node_attr
0,Ron Wonald
1,Jensen Huang
2,Ronald Coleyman
3,Arno Swarzfinger
4,Bob Joe

5,Joe Bob

6,Richard Preor
7,Breance Owls
8,Justin Brogard
9,Ash Katchoop

[[stop]]

Bob Joe
Ron Wonald 4
0

/'epo
src,edge_attr,dst .4

0,reports.to,5
9,reports.to,8
8,mentors,4
2,leads,5
1,leads,6
4,works.with,3
3,works.with,2
1,leads,9
1,leads,8
3,works.with,6
6,works.with,9
[[stop]]

Joe Bob

Arno Swarzfinger
3

\eads

Ronald Coleyman works.with

2

Justin Brogard

Breance Owls
(independent
contractor)

Jensen Huang
1

e a0

Richard Preor
6

Ash Katchoop
9




Neo4j Case Study

e Neodj" Cyphers w/ PyG 2.6 G-retriever on Stark Prime (https:/stark.stanford.edu/)
e More than 2x the top benchmark hit@1! (.15->.32)

® https://qgithub.com/neo4j-product-examples/neo4ij-gnn-llm-example

indication/contraindication

Disease Name: GM1
gangliosidosis type I
/ Definiton:

% GM1 gangliosidosis

\ type 1 is the severe
infantile form of GM1
gangliosidosis with
variable neurological
manifestations...
Epidemiology:
Type 1 is the most
frequent form but the
exact prevalence is
not known.

Name: GPANK1 present/absent
Alias: DYRK1AP3,

PAHX-AP, PAHXAP1
Description:

This gene encodes

a protein which is ‘

thought to play a | carrier
role in immunity. ‘
Multiple alternatively
spliced variants, 9
encoding the same
protein, have been B
identified.

Anatomy

interact with

oehe Pathway Molecular function

Prime Semi-structured Knowledge Base

Neo4j (Graph Database and Analytics): hitps://neo4j.com/



https://stark.stanford.edu/
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Fgithub.com%2Fneo4j-product-examples%2Fneo4j-gnn-llm-example&data=05%7C02%7Criship%40nvidia.com%7C7ec0f1a727e64128dd0a08dcfeba9eda%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638665324716964109%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=%2Bp40TJCqAG8eyzrJk363LO0zUBPjtpe0%2FpDGZFIL%2FGY%3D&reserved=0
https://neo4j.com/

General Graph Based RAG Workflow

Given a query at inference time:

Natural
Language
Query

KnoWIedge
Graph

Retrieve
Subgraph

Context

Retrieved
Node/Edge
Features

GNN
Encoder —

»| LLM Encoder 7

Concatenate
Embeddings

Natural
Language
Response

LLM Decoder




GNN-RAG Workflow

Nl Given a query at inference time:
Knowlegge 1.Tokenize and encode the query using the LLM Encoder
Grap

LLM complexity = O(n"2)
n=num_tokens
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GNN-RAG Workflow

L
Knowledge
Graph

Retrieve
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Node/Edge
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IGiven a query at inference time:

Y

[T T]

Language
Query

»

-

LLM Encoder

1.Tokenize and encode the query using the LLM Encoder

2. Retrieve a subgraph of the KG relevant to the query and encode it using a GNN

GNN Complexity = ~Free
Retrieval Complexity = See slide 12
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GNN-RAG Workflow
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Given a query at inference time:
1.Tokenize and encode the query using the LLM Encoder
2. Retrieve a subgraph of the KG relevant to the query and encode it using a GNN

3. Jointly embed the GNN embedding with the LLM embedding
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GNN-RAG Workflow

Natural
Language
Query

KnoWiedge
Graph

Retrieve
Subgraph

Context

Retrieved
Node/Edge
Features

GNN
Encoder

»| LLM Encoder

Given a query at inference time:

1.Tokenize and encode the query using the LLM Encoder

2. Retrieve a subgraph of the KG relevant to the query and encode it using a GNN
3. Jointly embed the GNN embedding with the LLM embedding

4.Utilize LLM Decoder to decode joint embedding and generate a response
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Current Retrieval Algorithm

Remote Knowledge
Graph & Prompt
(millions of nodes)

X nodes, n hops, fanout=f

> O(X*f*n)

Untrimmed Subgraph
(thousands of nodes)

3 Shh

Pruned Subgraph
(dozens of nodes)

(similarity based graph traversal)

Linear on thousands -> Free



G-retriever Set Up

gnn = (in_channels=1024,
hidden_channels=2048,
out_channels=1024,
num_layers=4,

heads=4,
)

llm = LLM(model_name='meta-1lama/Llama-2-7b-chat-hf', num_params=7)
model = | r(1lm=1lm, gnn=gnn)

e GRetriever: LLM & GNN
e LLM: model name & num_params (in billions)
o num_params for auto GPU set up
o Auto GPU Goal: Min # GPUs -> minimize communication overhead




G-retriever: Get Loss

# get loss
L(["list", "of", "questions", "here"],
batch.x # node features,
batch.edge_index,
batch.batch, # batch vector, assigns each element to a specific example.

] ]

[“list", "of", "answers", "here"],
batch.edge_attr, # edge attributes, optional but recommended
["list", "of", "textified graphs", "here"]) # optional but recommended




G-retriever Inference

model.inference(["list", "of", "questions", "here"],
batch.x # node features,
batch.edge_index,

batch.batch, # batch vector, assigns each element to a specific example.

batch.edge_attr, # edge attributes, optional but recommended
["list", "of", "textified graphs", "here"]) # optional but recommended




Basic Code WalkThrough

device = torch. ("cuda" if torch.cuda. () else "cpu")
model = | (

model_name='sentence-transformers/all-roberta-large-vl').to(device)

e Sentence Transformer: model(List[str]) -> Embedding Tensor
e Need to call model (3 * num_edges)
o For each edge, call on both entities and the relation
-> Use small LM (SLM) like roberta for efficiency
Entities and relations are short phrases. Ex: (cats, eat, dogs)
Small LMs have sufficient understanding of short phrases
Only need large LM for large/complex bodies of text
Future work: Measure tradeoffs for SLM vs LLM

O O O O O



Retrieval Code WalkThrough

fS; gs = remote ba a1 oo C (
triplets=triples, node_embedding_model=model,
node_method_to_call="encode"”, path="backend",

pre_transform=preprocess_triplet, node_method_kwargs={
"batch_size": min(len(triples), 256)

}, graph_db=NeighborSamplingRAGGraphStore,

feature db=SentenceTransformerFeatureStore). load()

e Create PyG Feature Store and Graph Store from Triples
o Uses SentenceTransformer



Retrieval Code WalkThrough

query_Lloader = Jueryl r(
data=(fs, gs), seed_nodes_kwargs={"k_nodes":
5}, seed_edges_kwargs={"k_edges": 5},

sampler_kwargs={"num_neighbors": [50] *x 2},
local_filter=make_| r(triples, model))

retrieved_subgraph = query_loader.query("Query here...")

e Set up data loader...

e Takes in Feature/Graph Store for KNN+NeighborSampling
o “local_filter” applied to output
o basic “local filter” = PCST

e Once defined, trivial to query



Neo4j Case Study, Analysis

e LLM=8B params (LLAMA 3.1) (w/ LoRa)
e GNN =~10M params (GAT)
e Adding GNN ~0 cost -> 2x hit@1

@ Goretriover stankorswortsion x €

O File  [Users/sbr/Downloads/G-retriever%20stanfordworkshop%20(1).pdf

= G-retriever stanfordworkshop

1 GraphRAG with GNN+LLM
Graph Database
:’qeoaj Brian Shi | Alfred Clemedtson | Zach Blumenfeld

& Analytics

Overview Experiments: G-retriever with STaRK-Prime
 RAG on large knowledge graphs that require multi-hop retrieval and

reasoning, beyond node classification and link prediction. ¥ Method [ _llitam Hits@5 Recall@20 | MRR

48.34 14785 38.48
| 37.92 2716 0.1 | 3473+
35.93 <
1 39.00

retriever output

X Pipeline®
« General, extensible 2-part architecture: KG Retrieval & GNN+LLM, i
Subgraph Pruning** |
Baseline

e Efficient, stable inference time and output for real-world use cases.

Architecture

Question Ablation Study (From Previous
Method
| sN Neodj Database

o & ¥ °
dge  Graoh Time (s)/Query | Min
3 Cypher 0066
POST 00k
.2 " GNNSLI 0410
] subgraoh
Context

Implementation

1. Database retrieval:



https://docs.google.com/file/d/1oQIbP_ZX4YdF01YG0GfoS35KMjk8_sSU/preview

Knowledge Graph Creation

e Most RAG Datasets only have unstructured text context
e Task: unstructured text -> KG
o Format: (entity 1, relation, entity 2)

e LLMs specialized for unstructured text -> ideal model for task

i—]]*




TXT2KG Class in PyG

PR: https://github.com/pyg-team/pytorch_geometric/pull/9728

KG is source of info for KG RAG -> KG quality essential

NVIDIA Inference Microservices (NIMS): llama-3_1-nemotron-70b-instruct,
o NIMs chosen since most PyG users can’t run a 70B LLM

o Model chosen since on par w/ gpt4o, open source, and smaller

o https://build.nvidia.com/nvidia/llama-3_1-nemotron-70b-instruct

Local LM for Dev: 14B param minimum (couldn’t get working with smaller LMs)

o VAGOsolutions/SauerkrautLM-v2-14b-DPO (best 14B on % leaderboard)
system_prompt "Please convert the\

above text into a list of knowledge\

triples with the form\

('entity', 'relation', 'entity').\
Seperate each with a new line.\
Do not output anything else.”"



https://github.com/pyg-team/pytorch_geometric/pull/9728
https://build.nvidia.com/nvidia/llama-3_1-nemotron-70b-instruct
https://huggingface.co/VAGOsolutions/SauerkrautLM-v2-14b-DPO

if local_lm:

kg_maker = TXT2KG(
local_LM= .
chunk_size=chunk_size,
)
else:
kg_maker = 2KG (
NVIDIA_API_KEY=NVIDIA_API_KEY,
chunk_size=chunk_size,
)
if os.path.exi ("path.pt"):
kg_maker. load_kg("path.pt")
else:

or data_point in rag_data_loader:
q = data_point[“question“]
a = data_point["answer"]
context_doc = data _point["context_document"]
kg_maker.add_do¢ KG(
txt=context doc
QA_pair=(q, a),
)
kg_maker.sav ("path.pt")



X = (Bad for LLM vs GNN+LLM
eval)

Open Source RAG Datasets

("4 = (Good for “)

o WebQSP:
o Toy Data:mostly single-hop X¢
o Common Knowledge X
o Comes with KG
e HotPotQA:
https://huggingface.co/datasets/hotpotga/hotpot_ga
o Multihop [4
o Common Knowledge X
o Needs TXT2KG (Good for testing)



X = (Bad for LLM vs GNN+LLM
eval)

Open Source RAG Datasets... _
"4 = (Good for )

e TechQA: https://paperswithcode.com/dataset/techga

o IBM Tech Support Q&A dataset for RAG (Multihop ['4)
o Not Common Knowledge (74

o Also needs TXT2KG


https://paperswithcode.com/dataset/techqa

GraphRAG+Vector RAG = Hybrid RAG (Future)
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More Modalities...

e |dea of GNN embeddings to prefix Transformer/LLM is highly general...



Scientific GNN+LLM Community Sprint (Biology/Chemistry)

e Goal: Add GNN+LLM support for the sciences like biology and chemistry

e Main Issue: https://github.com/pyg-team/pytorch geometric/issues/9694

e 3 Biology papers & 1 Chemistry paper

e General goal: advance medicine and science

e Not too late to contribute! (2/4 tasks left)


https://github.com/pyg-team/pytorch_geometric/issues/9694

More Modalities...

e I|dea of GNN embeddings to prefix sequence prompt is highly general
m Ex 1. Graphs = molecule/cell/etc, NLP task=Bio/Chem/Drug
Discovery
m Ex 2: Graphs = customer data, NLP task=talk to customer data
e Imagine graphs that include multiple modalities.
o EX
o Amazon products, where each node has a text review and a photo
o Relational Database heterographs as seen in RelBench*
o Node/edge features could be:
Text: Natural Language or Code
Images
Audio
Video
Molecule/Cell/etc embeddings

* https://relbench.stanford.edu/



e

Unstructured vs Structured Graph Data

14 RELBENCH

pll ‘ RELATIONAL DEEP LEARNING BENCHMARK

or

;;34;':

Less Accurate

)

They Likely cover different e Highly Accurate
knowledge

Most enterprises have both

Combine? (Future)



Node Classification (GLEM)

e GLEM = SOTA Node Classification for Text Attributed Graphs (TAGs)
o https://arxiv.org/abs/2210.14709
o Ex: OGBN-Products (https://ogb.stanford.edu/docs/leader_nodeprop/#ogbn-products)

OGB i v s

OPEN GRAPH BENCHMARK Text Attribute AR Cansiiage Mioac SN
Dataloader INing(t-step)

Text o
Ogbn-dataset Attributed 3SR L PN As augmented
Graph N il training data . External
Prediction

-
- -
-

-
-
-

Tokenize Graph

Graph GNN Training GNN Preds

(M-step) (Pseudo Labels)
Raw Text of Node Dataloader

Objects For M-Step: concatenate pseudo-

[
output with original node feature EM-step i



https://arxiv.org/abs/2210.14709
https://ogb.stanford.edu/docs/leader_nodeprop/#ogbn-products

Node Classification in PyG

e Implementation in PyG 7x faster than original paper’s code for OGBN-Products
e New Text Attributed Graph (TAG) Interface
e Also adds optional support for LLM finetuning w/ LoORA* (uses PEFT™ library)

e Already available in NVIDIA PyG Container or master branch in PyG GitHub

LoRA = https://arxiv.org/abs/2106.09685 PEFT = https://hugaingface.co/docs/peft/en/index



https://huggingface.co/docs/peft/en/index
https://arxiv.org/abs/2106.09685

TAG Usage

dataset : | - (f'ogbn-products', root=root)
split_idx = dataset. | ()

tag_dataset = e ("/root/path", dataset, "prajjwall/bert-tiny",
token_on_disk=token_on_disk)

e TJakes in path, dataset, and LM of choice

e Optional: save tokens on disk



GLEM Set Up

num_classes = dataset.num_classes

gnn = (in_channels=1024,
hidden_channels=1024,
num_layers=4,
out_channels=num_classes,
heads=4,

EM(1m_to_use="prajjwall/bert-tiny"”, gnn_to_use=gnn, out_channels=num_classes,
Im_use_lora=1lm_use_lora, device=device)

e GLEM model: LM of choice, GNN of choice, num_classes
e Optional:

o Use LoRa

o Device (default cpu but cpu is SUPER slow)



Conclusion

e GNNs and LLMs have complementary strengths

e GNN+LLM is new SOTA in many areas

e Easiest way to start: NVIDIA PyG container (Free!)
o examples/lim (Container or GitHub)

o https://catalog.ngc.nvidia.com/orgs/nvidia/containers/pyqg



https://catalog.ngc.nvidia.com/orgs/nvidia/containers/pyg
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https://github.com/pya-team/pytorch _geometric/pull/9662 https://qgithub.com/pyg-team/pytorch_geometric/pull/9666



https://github.com/pyg-team/pytorch_geometric/pull/9666
https://github.com/pyg-team/pytorch_geometric/pull/9662

Thank You!
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