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Introduction
The amount of data available in the World Wide Web is immeasurable and it keeps growing by the day.
Searching and finding information we need from this ocean of data is a part of our day to day lives. In this project,
we understand the different traits of human navigation through information networks, the strategies that help them
find the information sources that they need and finally try to understand why some of the searches end up
abandoned. We believe, finding an answer to this question will help us to organize information networks in a better
way and to predict whether someone will quit a search before he/she reaches the target based on the first few steps.
This would enable us to attract and retain more users/customers in websites either by providing more intuitive and
navigable link structures or by offering assistance in navigating through the pages.
This paper is organized into four sections. In the first section, we talk about prior work. We then talk about the
dataset we used. In the next section, we delve deeper into the problems were focusing on, the algorithms and
methods we used, and then analyze the results in detail. In the last section, we conclude with the project findings.
1. References and review of prior work
We reviewed the following research papers in the in area of information network search:
1.1 Human Wayfinding in Information Networks [Robert West, Jure Leskovec]
This paper studies goal-directed human search paths and identifies strategies that people use when
navigating information spaces. The data for this study was obtained from wikispeedia.net which is a web search
game to learn about human search behavior in an information network. The paper concludes that search is
easier while far away and close to the target as humans navigate through high-degree hubs in the early phase,
and then once they reach near the target, the search is guided by topic/content similarity. People who choose
better hubs find better paths.
1.2 Automatic Versus Human Navigation in Information Networks [Robert West, Jure Leskovec]
The paper tries to find the importance of structured knowledge and reasoning skills to navigate a rich
information network such as Wikipedia. The data for the experiment was obtained from wikispeedia.net. The
paper shows that a simple agent with basic knowledge of immediate neighbors and target can outperform
humans. Agents perform better than humans but humans are less likely to get totally lost. The papers is built on
the assumption that humans possess a large amount of background knowledge of the world and high level
reasoning that they use to make good guesses about possible solutions.
1.3 An Experimental Study of Search in Global Social Networks [P. S. Dodds, R. Muhamad, D. J. Watts]
The paper studies an experiment in which e-mail users attempted to reach one of 18 target persons in 13
countries by forwarding messages to acquaintances. The paper had several interesting results. For instance,
presence of highly connected individuals (hubs) appeared to have limited relevance. Also, there was no evidence
of message funneling. Successful chains used professional ties rather than familial or friendship ties to forward.
There were weaker ties (friends of friends) in successful chains than unsuccessful chains. Senders decided the
recipient based on geographical proximity of the acquaintance to the target and similarity of occupation.
2. Dataset and project setup
The
data
for
the
project
based
on
wikispeedia.net
was
obtained
from
http://infolab.stanford.edu/~west1/manas/data/. The dataset contains a list of articles, their categories, links, page
rank table, shortest path distance matrix, tf-idf similarity between each pair of articles, game data (with and without
back-clicks) for successful and unsuccessful searches and article adjacency matrix. We got starter code in Java to
access the data files. Since coding in Python was easier, we developed a Python framework to interface with the data
files. Since we had 13348 unsuccessful games and 35499 successful games, we randomly picked 13348 successful
games and used this for comparing the properties of successful vs. unsuccessful games throughout the paper.

3. Algorithms and methods
3.1 Comparison of the properties of successful and unsuccessful searches
Since the main goal of the project is to analyze the reasons why people abandon a search in the information
network, we first tried analyzing the properties of source and target articles in games that were not completed and
then compare and contrast it with the properties of completed games. The properties that we evaluated and the
corresponding values can be found in Table 1.
Table 1 - Comparison of properties of start and target nodes in successful and unsuccessful searches
Property
Unsuccessful searches
Successful searches
Average TF-IDF distance between source and target
0.97718
0.97288
Average out degree of source
30.8814
30.1677
Average page rank of source
0.00035
0.00031
Average in degree of target
28.0663
57.5337
Average page rank of target
0.00023
0.00044

The following inferences can be made at first sight from Table 1:
- The textual distance between source and target articles in successful and unsuccessful searches were
almost the same. This means that almost all the games were equally hard irrespective of whether it was
completed.
- The page rank and in-degree of target articles in unsuccessful searches were almost half of that of successful
searches. This indicates that the targets were intrinsically harder to find in games that were abandoned.
- The page rank and average out degree of source node were similar in both cases. This shows that users did
not give up the search just because the source article was less known to them or because there were far too
many out-links from the source to navigate through the right set of nodes to reach the target.

Number of drop outs

The plot of the number of target articles with a specific in-degree in successful and unsuccessful searches can be
found in Fig 1. From this graph, it is clear that there are a large number of target articles with very low in-degree in
unsuccessful searches, while this number is very low for successful searches. In contrast, there are a lot of target
articles of higher in-degree (above 20) for successful searches than unsuccessful searches.

Path length

Fig 2 shows the path lengths at which people abandoned their searches. The green line shows the
unsuccessful paths including back clicks, while the blue line represents the ones without back clicks. Hence, the path
length for the same path with back clicks would be greater than the one without considering that in the initial stages.
It can be seen that most of the people who abandon a search, leave within the first few steps. This could possibly be
because a large number of people start playing the game, and a certain percentage of them decide to leave at step 1.
Now there is a considerably lesser number of people who move to step2. So even if the same percent of people
decided to leave the game, it would be lesser than the number of people who left at step1. There were a few
unsuccessful games that had path lengths even above 80, and on manual inspection it looked like some enthusiastic
players who were not willing to give up.
Fig 4 in [1] shows that there is a near-constant drop-out rate at every step in the game. Even after considering
a constant drop-out rate probably, due to boredom or indifference, there could still be different reasons as to why
people leave towards the beginning of the game as opposed to leaving later on, which we analyze further.

In Fig 3, we compare the average out-degree of nodes at each step when a user abandoned a search (blue
line) at that step, with the out-degree of nodes where other users decided to move forward at the same step. The
successful searches are shown in red and unsuccessful is shown in green. We see that the nodes where people
decided to abandon the search, constantly has a smaller out-degree, which could mean that people had lesser
number of choices to move forward as compared to their counterparts who continued with their paths. However the
difference in out-degrees at each step is not significant enough to give much emphasis to this point.
In Fig 4, we consider the average of distance of every node in the path from the source. One hypothesis for
abandoning searches is that people might have traveled very far from source or target and might have got lost,
which leads them to give up. But the graph shows how the average shortest distance from source does not vary
much from that of successful paths. Also, even at paths of length about 15, the average distance from source is still
around 2. This means that people who were unsuccessful to reach closer to the target kept on exploring (using back
clicks), and might have given up due to the inability to reach a specific set of topics they had in mind. This could also
indicate people moving with a pre-meditated plan in their mind, and once they are not able to find it, they give up.
Another way to understand why people gave up search is to analyze properties of articles along the path of
the search. Since searches with optimal path length of 3 were the most common, we have used the set of all these
searches for our analysis. We compared how different article properties evolved along search paths both for
successful and unsuccessful searches. The plots for successful searches are on the left hand side and those for
unsuccessful searches are on the center and analysis of the graphs is on the right. For successful searches, each
colored line represents games of the same length. The X-axis shows the distance to the target and Y-axis, the average
value of the respective property. For unsuccessful searches, all searches that were abandoned after the same
number of steps from the source are represented by the same color. The X axis shows the distance to the last article
the user visited and Y-axis the average value of the respective property.
Shortest path length to target

For unsuccessful searches, the average
shortest path lengths to target stay in
between 2 and 3. This means that people
did not stray away from target, but were
not able to find good paths to the target.

Out degree
People try to navigate to hubs even in
unsuccessful searches. But, the averageout degree of the hubs selected were
similar to those in successful searches
with longer (hence, inefficient) paths. This
supports the claim in [1] that people who
find better hubs finds better paths.

Lucrative degree
In unsuccessful searches, lucrative degree
increases in the first step, drops and then
stays stagnant. This means that people
first navigate to the hubs, take a few steps
further away from the hubs and then get
lost in the network as they were not able
to reach any article close enough to the
target.
Lucrative ratio
In unsuccessful searches, the lucrative
ratio drops in the first few steps, but, it
increases towards the end. This is
explained by the plots of out-degree and
lucrative degree. The user reaches articles
with lesser out-degree (meaning more
specific articles), but the lucrative degree
remains almost the same (meaning he is
still quite far away from the target).
TF-IDF distance to target

In unsuccessful searches, the TF-IDF
distance of articles(to target) in the path
remains very high and doesn’t drop as the
user navigates to different articles.

TF-IDF distance to next

The TF-IDF distance to next article also
remains high and doesn’t drop much as
search progresses.

Since the variation of SPL from source and to target, lucrative ratio and TF-IDF distance to target looked interesting,
we plotted these for successful (in left) and unsuccessful (right) searches for path lengths of 5, 10, 15, 20, 25, and 30:
SPL from source

SPL to target

Lucrative ratio

TFIDF distance to target

The plots show that for source-target pairs at an optimal path length of 3, all searches beyond a path length of 8,
whether successful or unsuccessful have similar characteristics except for SPL to target. The plot of SPL above for
successful searches, look similar to the ones of path length lesser than 9. But, for unsuccessful searches, the shortest
path length fluctuates between 3.5 and 2.3. Hence, for longer games, the only factor that distinguishes successful
games from unsuccessful is that people eventually manage to find a way to finally navigate to the target. This could
probably be because of luck or because of some background knowledge, but it is clear that there is no structured
approach. In comparison, all searches that succeed within 8 steps have a definite pattern and are organized.
3.2. Analyzing back clicks
Since back-clicking was employed quite extensively in the game, we did an in depth analysis on the backtracking patterns of users. Intuitively, the major reason that a user clicks the back button will be when he feels that
the target is not reachable easily after making transition to a new page. From Fig 5, it can be seen that the ratio of
back clicks being large in a path could indicate a higher chance of not finishing the path. However this cannot be
concluded for paths with 0-20% of back clicks because there seems an equal distribution of finished and unfinished
paths among them. X axis is only till 40% because the percentage of back clicks cannot be more than 50%. In Fig 6, it
can be observed that for unfinished paths, number of back clicks is slightly more than what it is for finished paths.
After a path length of 20, the plot doesn’t follow any strict pattern. This is similar to the observations earlier that the
graph properties become quite unpredictable for longer path lengths as different users try different strategies.

The ease with which target can be reached from an article was measured using different metrics. Across all
paths in successful and unsuccessful searches, we found all nodes from which back button was clicked and those
from which back button were not clicked. For all the nodes from which back button was clicked, the variation in
different path properties was found with respect to the previous node (if the property increased, decreased or
stayed the same). Also, the fraction of times the property increased, decreased or stayed the same was found. Since
the number of unfinished games were lesser in number than the finished ones, we randomly sampled the same
number of games from the finished ones.
Table 2 - Change in shortest path length to target
Next page
Back
Forward

Finished
Increase
0.238
0.066

Same
0.551
0.408

Decreased
0.211
0.526

Unfinished
Increase
Same
0.255
0.529
0.151
0.542

Table 3 - Change in similarity to target
Decreased
0.214
0.307

Table 4 - Change in lucrative degree
Next page
Back
Forward

Finished
Increase
0.393
0.287

Same
0.204
0.228

Decreased
0.403
0.485

Next page
Back
Forward

Finished
Increase
0.520
0.768

Decreased
0.480
0.232

Unfinished
Increase
Decreased
0.475
0.525
0.654
0.346

Table 5 - Change in lucrative ratio
Unfinished
Increase
Same
0.387
0.189
0.404
0.169

Decreased
0.424
0.426

Next page
Back
Forward

Finished
Increase
0.563
0.399

Decreased
0.437
0.601

Unfinished
Increase
Decreased
0.568
0.432
0.474
0.526

From Table 2, we can find that when the back button was clicked(in finished games), the previous transition
decreased the shortest path length to target in only 21% of the time. On the other hand, in such games the shortest
path length had decreased 52% of the time when back button was not pressed. This is clearly an indicator that
people clicked back buttons because they felt that the target appears to be further away down the path they were
currently trying. Hence, they were enthusiastic about trying alternate options by clicking the back button. For
unfinished paths, the shortest path length did not reduce around 79% of the times when back button was clicked
and 70% when the back button was not clicked. This indicates a similarity in back clicking pattern with respect to
finished games. From Table 3, it is also clear that the TF-IDF similarity of the current node to target being much
lesser than that of the previous node to target is also one of the reasons for back clicking. This indicates that people
might go through the content of the article and compare it with what the content of the target article would ideally
look like. Also, we can see that in finished games, the players are much more effective in finding articles that are
similar to the target in forward-moving scenarios.
There was no difference in the way in which out-degree changed with respect to the back-clicks vs. no backclicks. Hence, we have analyzed the change in lucrative degree (Table 4) and lucrative ratio(Table 5). We can find
that the lucrative degree also doesn’t tell us any important pattern (We considered a change in lucrative degree
within +/- 20% to be equivalent to no change). But, analysis of the lucrative ratio tells us that the lucrative ratio has
increased around 57% of the times when users clicked the back button (both in finished and unfinished games). This
means that people are not able to take advantage of the actual shortest paths that exist between two articles, maybe
because they did not have enough background knowledge as the shortest path involved a switch between different
article categories that people were not aware of. Also, we can find that the lucrative ratio increased just around 40%
of the times when users moved forward in finished games, whereas, it increased around 47.4% of the times in
unfinished games. As the lucrative ratio generally goes down as we approach the target, this corroborates our earlier
hypothesis that players are not able to reach near the target node most of the times in unfinished games.
Another interesting thing to look at was the backtracking patterns. For instance, it is possible that users try to
stay at a node and explore different options from that central node and return to the same node if search along a
path doesn’t look promising. This would result in a star like backtracking pattern. Since there was no direct way to
check for this pattern, we came up with something called as star_score for a path. The star score measures the
degree to which a search path follows the star pattern and is computed this way:
i.
ii.
iii.
iv.

If there is no back-tracking, star_score = 0 for that path.
Otherwise, the star score of a path is computed as follows:
Initialize star_score_path = 0 and star_score_node[n] = 0 for all nodes n in the path, num_back_clicks = 0
Travel along the path by picking each node at a time.
When a node n is seen in a path for the first time, star_score_node[n] = 1.
Whenever a node n is visited after clicking a back button, we update the score of the path as
star_score_path += star_score_node[n], do num_back_clicks += 1 and then we also update the score of the
node as star_score_node[n] += 1. This is to give more weight to those nodes that are being visited many
times by back- tracking. We also keep track of the number of times the back button was pressed.
v. The star score of the path is given by star_score_path/ num_back_clicks.
The star score turned out to be a very useful measure to analyze the back tracking pattern. Fig 5 shows the plot
of the paths taken by some users in their search as a directed graph and the corresponding star scores. The figures
show that graphs with denser star like patterns have higher star scores. It can also be observed that star score gets
higher when more number of backtracking is done to the same central node. Also, the star score doesn’t increase
merely because there are more number of back clicks, unless the back clicks are to the same node.

Fig 5 – Evaluation of the star score metric: Node names in the figure are (article name, shortest distance to target). Edge names
are the first transition number between the two nodes. If path is a->b->a, then a-b has name 0 and b-a has name 1. The arrow
points to the direction of path. Two arrows on an edge means forward and then back click.

Star score = 1 (3 back clicks)

Star score = 1.29 (7 back clicks)

Star score = 5 ( 9 back clicks)

Star score = 3 (4 back clicks)

Star score = 9 (17 back clicks)

Given that the star score is a good measure to evaluate the degree to which a search path followed the star pattern,
we analyzed the variation in star score for paths in finished and unfinished games. The average star score for all
paths in finished games was 1.1526 while that for unfinished was 1.55. There were 1875 games with star score of 1
in finished and 2033 in unfinished, which means that people use more back-clicks in unfinished games.

The plot of the number of nodes with a specific star
score in finished and unfinished games are presented in
Fig 7. There are peaks along some values of star scores
as they are numerically more probable after a divide
operation (for instance values like 1.25, 1.33,1.5 etc).
Other than that, the plots for finished and unfinished
are almost the same, indicating that people generally
follow similar backtracking patterns in successful and
unsuccessful searches. They click the back button when
they feel that they are not moving closer to a target. But,
successful searches are the one in which users find
better paths to traverse to the target.
3.3 Comparison of page rank with easiness to find an article
We also wanted to investigate if there a direct relation between page rank of an article and how easy it is to
navigate to that article in the game. Page rank is based on random walks on the web graph. As a result, page ranks

are based on the structure of the network, whereas, the game is based on methodical navigation from a source node
to a target node. We thought of evaluating if two articles having similar page ranks are visited with same frequency
in the network. But since the dataset we had wasn’t complete and there was a bias towards games that were
finished, we could not complete this comparison. Nevertheless, it would have been an interesting metric to evaluate.
3.4 Predicting if a search will be successful based on first few steps
We used logistic regression to train a binary classifier that predicts if a search is going to be successful or not,
given the first few articles seen. For logistic regression, the prediction is given by
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We used forward selection of features by adding a feature at a time to the existing set of features that gave
maximum accuracy. It was seen that on training the model based on all positive samples was not giving us a good
accuracy measure even after trying a lot of different features (accuracy was round 60%). This was due to the fact
that beyond a path length of 8, both the successful and unsuccessful searches do not follow any specific pattern.
Eventually, we trained a model for positive samples that took into account only those searches that had path length
at most 8. This model performed better and the classifier gave us an accuracy of 68.89% on 10 fold cross validation
on the training set. We feel that we could improve on this accuracy if we could come up with more features. Many of
the features we tried did not result in a great improvement in accuracy, mostly because it was not a differentiating
factor between successful and unsuccessful searches. The features that performed well are:
- Difference in SPL from last node to target and source node to target.
- TF-IDF difference between last node and target.
4. Conclusion
After analyzing the different properties of start and target articles, different path properties and back-tracking
behavior of users in the Wikispeedia game, we reached at the following conclusions:
1. Hub nodes are crucial to searches, but finding a hub node doesn’t guarantee finding the target easily. People who
cannot find the best hubs keep navigating between hub nodes without any direction as there are too many
options available
2. Hub nodes are crucial to searches, but finding a hub node doesn’t guarantee finding the target easily. People who
cannot find the best hubs keep navigating between hub nodes without any direction as there are too many
options available.
3. A lot of background information is needed for successful searches. All searches that are successful in the first few
steps have properties that are quite different from unsuccessful searches. But after a path length of 8, the
successful and unsuccessful searches share similar properties except for the shortest path length to target.
4. People give up on network search mostly because the target is difficult to find either because
- They are intrinsically harder to find as they have low in-degree and page rank.
- They stay close to the source node and take a few steps to see how close they can get to the target. If not,
they back track and start going in a different direction.
5. Path properties of long games (path length more than 8) do not follow any strict pattern except that the SPL to
target in unsuccessful searches stay high.
6. People click back buttons because they feel that the target appears to be further away down the path they were
currently trying. Hence, they are enthusiastic about trying alternate options by clicking the back button.
7. The back clicking pattern in finished games is very similar to that in unfinished games. But, the choices of links
made by the players to move forward in unfinished games were not as good as the ones in finished games.
8. People adopt star-like search pattern in games which helps users to stay close to the source article and try
different options and backtrack if they feel they are not moving in the right direction.
9. We can predict with reasonable accuracy if a search along a path is going to be successful, based on the first few
steps taken by the users. The quality of the prediction largely depends on the set of features used. Since, there is
a lot of random behavior in both successful and unsuccessful searches; it may be hard to achieve very high
accuracy levels in the prediction. Alternately, a different model other than logistic regression could perform
better at this task.

