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Introduction
We implement a personal recommendation system on the Yelp academic dataset using
a novel algorithm proposed by [Li and Chen., 2012]. By constructing a bipartite userbusiness graph where positive reviews are edges between nodes, we pose the recommendation problem as link prediction. More specifically, we construct a kernel which combines
the information from both the node features and local graph structure. This kernel is
then put into a one-class support vector machine, which generates an ordering of likely
user-business links. We downsample the graph and tune the parameters of our algorithm
(via cross validation). In what follows we provide a summary of the Yelp data, describe
the recommendation algorithm in detail, and present the results of our implementation.

Data
The Yelp academic dataset provides user reviews of the 250 closest businesses to each
of 30 universities. In order to leverage the graph structure, we represent the data as a
bipartite graph between users and businesses, with edges corresponding to reviews. For
each business, we know the location, average rating, review count, and category. For each
user we know her review count, average rating, and aggregate community reception of
her reviews (where the community reception of a review consists of the number of useful,
funny, and cool votes it receives). Our algorithm will augment the graph structure with
these node features so as to maximize predictive accuracy. Below we summarize the raw
dataset.
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Number of users
Number of businesses
Number of reviews
Average bipartite clustering coefficient
Number of connected components
Nodes in largest connected component
Edges in largest connected component

130,873
13,490
330,071
0.331772
740
141,726
328,173

Table 1: Yelp academic dataset summary statistics

Figure 1: Business degree distribution

Figure 2: User degree distribution

Review of Prior Work
Recommender systems in the literature typically belong to a handful of strategies, roughly
described as follows:
• Graph-related features: use the graph structure to define user-item similarity.
• Collective local features: define user-user similarity and recommend the same items
to similar users.
• Heuristic methods: use rules provided by area-specific intuition e.g., recommend
the most popular items to users.
• Learning-based methods: generating features to use in learning algorithms.
Up to two of these are often employed. However, rarely have graph-related features and
learning-based methods in particular been combined. One attempt used a Laplacian
kernel to feed into an SVM [X. Li, et al., 2010]. The algorithm we implement extends
this idea by constructing a more intricate kernel that combines these graph structure and
node features in a meaningful way. Indeed, it has been shown to improve accuracy over
many state-of-the-art recommendation systems [Li and Chen., 2012].
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Methodology
Overview
We create a recommender system by formulating the problem as link prediction on a
bipartite graph. We wish to rank potential links (reviews) by their propensity for being
positive, and seek a method which can take advantage of both the graph structure and
features of the nodes. To exploit both simultaneously, we package their information in
the creation of a custom kernel. After that, any kernelizable classification algorithm will
suffice. We use the support vector machine.

Preprocessing
We first filter the data. To get only the positive reviews we remove those for which the
rating is not either 4 or 5 stars. Next, we remove all businesses (and their reviews) not
in the Stanford University group. We then remove all users with degree less than 3,
as there is too little information to make good recommendations (in practice, heuristics
ought to be used). Finally, we hold out edges at random to create a validation and
test set (the former will be used to tune parameters in cross validation, and the latter
will be used a final model evaluation). As this occurs, some businesses are disconnected
entirely from the graph. In this case, we remove the business from the graph, along with
all previously existing test/validation set edges connected to that business. Below, we
present the results of this filtering.
Number
Number
Number
Number
Number

of
of
of
of
of

users
businesses
training set edges (reviews)
validation set edges (reviews)
test set edges (reviews)

133
188
638
68
68

Table 2: Statistics after preprocessing

Background
Support Vector Machines
The support vector machine (SVM) is a mature and well-regarded supervised learning
algorithm. In the context of binary classification, the algorithm finds a hyperplane that
splits most convincingly the observations of the two classes. In particular, it maximizes
the distance from the hyperplane to any observation in the feature space. The case of
linear inseparability is handled by imposing an `1 penalty on the misclassified observations.
SVM has several desirable properties. In particular, SVM is robust to outliers, the
primal optimization problem is convex, and the dual optimization problem depends on
the feature vectors only through their inner product. The latter means that SVM is
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kernelizable, so it can operate implicitly in certain high-dimensional feature spaces without sacrificing much efficiency. Thus, if we can summarize the node features and graph
structure in a kernel, we will be able to use SVM for link prediction.
Because of the temporal and incomplete nature of the data, we cannot say whether
or not the lack of a user-business review is a ‘negative’ review or merely a positive review
that has not yet occurred. Thus, we opt for a one-class SVM approach (which drove our
choice to include only 4 and 5 start reviews above). The idea behind one-class SVM is
to treat any outlier in the positive examples as a negative example. Through a kernel,
the feature space is mapped into a high dimensional (possibly infinite) Hilbert space
where the objective is to separate the training set from the origin. A radial basis is
usually appropriate since the observations commonly lie in the same quadrants of the
transformed space [Manevitz et al., 2001].
Kernels
Mapping the features x ∈ Rn into a higher-dimensional space can be useful, as we may
be able to induce linear separability. Consider the feature mapping h(x) : Rn → Rd ,
where d > n. Many such transformations incur a substantial computational cost. But
this increased complexity can be mitigated to some extent if the calculation depends on
h(x) only through an inner product. In particular, consider the kernel function
K(x, x0 ) = hh(x), h(x0 )i
which computes inner products in the transformed space. To be a valid kernel, it is necessary and sufficient (by Mercer’s theorem) that K be a symmetric and positive semidefinite
function; the kernel we construct must satisfy these conditions. We state (without proof)
for later use that the set of kernels is closed under convex combinations.
Finally, kernel functions have a useful interpretation. The larger K(x, x0 ), the more
similar are h(x) and h(x0 ). Indeed, if h(x) and h(x0 ) are orthogonal, then
K(x, x0 ) = hh(x), h(x0 )i = 0.
We are now ready to put these pieces together in the construction of our custom kernel.

Algorithm
Custom Graph Kernel
Recall that we have a bipartite graph with features for both user and business nodes.
Let G be the graph, U be the set of user nodes, V be the set of business nodes, and E
be the set of edges representing reviews. Then our task is to construct a graph kernel
on user-item pairs, KG ({u, v}, {u0 , v 0 }). By design, we will simultaneously incorporate
both the graph structure and the aforementioned node features for later use in an SVM
classifier. To achieve this, we use the following method due to [Li and Chen., 2012].
We wish to define the similarity between the paths originating from {u, v} and {u0 , v 0 }.
To achieve this, we first define similarity between homogeneous nodes, which we then use
to define the similarity between two paths.
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1. As a step toward defining the similarity between local paths originating from focal
user-business pairs, we first choose a kernel function to describe the similarity between any homogeneous pair of nodes. First, we standardize each feature to ensure
that no feature is given disproportionate influence. Next, let xu and yv denote the
feature vectors of nodes u ∈ U and v ∈ V , respectively. Then we pick the kernels
0

0

KU (nu , nu ) = hxu , xu0 i ,

KV (nv , nv ) = hyv , yv0 i .

In practice, we use a radial basis function for numeric features and Jaccard similarity
for categorical features. For users, each of the five features is numeric so the radial
basis function is straightforward. But for businesses, there are 4 numeric and 1
categorical feature; we create a weighted average, where the weight α is treated as
a parameter to be tuned later on. But we proceed in generality.
2. For every heterogeneous pair of nodes, i.e. {(u, v) : u ∈ U, v ∈ V }, we simulate
random walks constrained to start and end at most l steps away from u and v,
respectively. Paths h will take the form
h = nul1 ← · · · ← nu2 ← nu1 ← u − v → nv1 → nv2 → · · · → nvl2 ,
where l1 , l2 ≤ l. We assume that the random walk jumps from one node to its
neighbors with probability pt (we pick this to be uniform) and stops with probability
ps (we pick this to be 0.1). Then a path h occurs with probability
P (h|G) = ps (nul1 )pt (nul1 |nul1 −1 ) · · · pt (nu2 |nu1 )pt (nu1 |u)pt (nv1 |v)pt (nv2 |nv1 )
· · · pt (nvl2 |nvl2 −1 )ps (nvl2 ),
which we will use below.
3. Now we define the similarity between paths h and h0 as Kpath . To assess Kpath ,
we decompose the paths and compare their matching nodes and links according to
their sequence. If h and h0 do not have one-to-one maps after matching their focal
nodes u and v, Kpath (h, h0 ) = 0. Otherwise, let
0

0

Kpath (h, h0 ) = K(nul1 , nul1 )K(nul1 −1 , nul1 −1 ) · · · K(u, u0 )K(v, v 0 )
0

0

· · · K(nvl2 −1 , nvl2 −1 )K(nvl2 , nvl2 )
4. Finally, we are equipped to define the graph kernel between focal node pairs {u, v}
and {u0 , v 0 },
X
X
KG ({u, v}, {u0 , v 0 }) =
Kpath (h, h0 )P (h|G)P (h0 |G)
(1)
{u,v}∈h {u0 ,v 0 }∈h0

This process is summarized in the diagram in Figure 3. While this is the best way to
understand the intuition behind our graph kernel, in practice we do not simulate random
walks explicitly. Instead, we formulate an equivalent set of matrix multiplications whose
validity is established in [X. Li, et al., 2010]. In Proposition 1 of [Li and Chen., 2012] the
5

0

0

authors prove that the graph kernel KG ({u, v}, {u0 , v 0 }) = Khalf (nu , nu )Khalf (nv , nv ) ,
where the kernel Khalf is defined as:
Khalf =

l
X

K1 = (M ∗ Q)Knode (M ∗ Q)T ,

Ki ,

∗
Ki+1 = M (Knode
Ki )M T

i=1

In the equations above, the operation ∗ is the entrywise (Hadamard) product and Knode
is defined in the obvious way from our previous KU and KV ; that is,
0

0

0

Knode (nu , nu ) = KU (nu , nu ),

0

Knode (nv , nv ) = KV (nv , nv ),

and zero in any other case. The matrix Ki represents the random walk paths of length i
and the features from nodes that are i steps away from the starting user or item. Finally,
we note that the cost of this calculation is O (max (l · |U | · |V |2 , l · |U |2 · |V |)).

Figure 3: Diagram of graph kernel creation

One-class SVM Classifier
Using the graph kernel (on strictly the training set user-business pairs), we train a oneclass SVM classifier as previously described, which gives us a separating hyperplane. For
unlabeled pairs {u, v}, we calculate the euclidean distance to this hyperplane. Intuitively,
the larger this distance, the more confidence we have in the recommendation of that userbusiness pair. Each {u, v} pair not in the training set is ranked in decreasing order of
distance to the SVM hyperplane to generate a set of highest-confidence recommendations.
To tune the one-class SVM, we perform a grid search over the complexity parameter
C ∈ (0, 1), where C imposes an upper bound on the number of training examples that
violate the decision boundary. Thus, the larger C is, the more complexity is penalized.
Visual intuition is provided in Figures 4 and 5.
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Prediction

Model Building

Figure 4: One-class SVM on training set: hyperplane is chosen to have training examples on
the side opposite the origin, but (depending on
C) allows some to violate the boundary.

Figure 5: One-class SVM with the test set:
distance from the hyperplane indicates confidence in recommending a given user-business
pair.

Evaluation
To assess the accuracy of our recommendation system, we calculate the number of our
top recommendations occurr in the test set. To summarize the overall performance, we
plot the recall curve, where
Recall =

Number of recommended user-business pairs that occur in the test set
.
Total number of test set user-business pairs

Area under the recall curve is the metric maximized in cross validation (using the validation set) to tune parameters.

Results
Using the algorithm described in detail above, we execute 9 runs to exhaust all possible
combinations of random walk bandwidth l ∈ {3, 4, 5} and weight on the Jaccard similarity
α ∈ {0.1, 0.2, 0.3} (for the businesses kernel). In each run, the validation set area under
recall curve is used to tune the one-class SVM parameter C. Once this is tuned, we
assign that as the AUC for a given parameter pair l, α. The results of this grid search
are presented in Table 3. We see that tuning these parameters does not yield much
improvement in accuracy.
The best pair is l = 5 and α = 0.1. For this run, we present in Figure 6 the tuning of
the one-class SVM complexity parameter C.
By our grid search maximing validation set area under recall curve, we pick C = 0.14.
This completely defines our final model! The recall curve is presented in Figure 7.
We see considerably better performance than random guessing (which would achieve
on average a straight line).
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Random walk bandwidth
3
3
3
4
4
4
5*
5
5

Categorical kernel weight AUC
0.1
0.718076900792
0.2
0.718085350368
0.3
0.717817981662
0.1
0.718475841457
0.2
0.718467391882
0.3
0.718154757594
0.1*
0.719051016122*
0.2
0.718612845286
0.3
0.71831228182

Table 3: Grid search: we maximize cross validation estimate of area under recall curve (AUC).
Area Under Recall Curve
0.719

0.718

0.717

0.716

0.1

0.2

Complexity parameter (C)

0.3

0.4

Figure 6: Best run (l = 5, α = 0.1): grid search to tune one-class SVM complexity C.

Conclusion
We presented our implementation of the graph kernel-based supervised learning approach
of [Li and Chen., 2012] on the Yelp academic dataset. Specifically, we calculated a kernel
that incorporated both node features and graph structure. This kernel was used in a
one-class support vector machine to generate business recommendations to users. The
process was tuned via cross validation, and the accuracy our implementation achieved is
comparable to that of the examples in [Li and Chen., 2012].
As our tuning process failed to achieve substantial improvements in performance, we
believe the most promising area of potential improvement is the inclusion of additional
node features. We propose as a next step using investigating the use of the text in each
user-business review to generate more features. Doing so would likely require some type
of feature selection or regularization, as word counts tend to contain a large number of
irrelevant features. Combatting this in the graph kernel framework would require some
ingenuity.
Perhaps the low-hanging fruit is gaining access to Yelp’s user check-in data. We are
acutely aware that many potential reviews are censored from the data because people do
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Figure 7: Final model performace: area under recall curve is 0.71905.

not submit reviews. Observing check-ins would be extremely useful, as it would illuminate
additional user-business interaction that, at present, is completely hidden. Additionally,
check-ins would help counteract the response bias unavoidable in reviews.
Finally, we comment on the scalability of this algorithm. We have encountered computational complexity that, when the algorithm is applied sequentially, becomes unacceptable around 10,000 nodes and 10,000 edges. The bottleneck occurs in predicting the
recommendation confidence of a user-business pair following the training of the model
(which has to be done for (|U | · |O|)2 · |SV | times, where |SV | is the number of support vectors). Fortunately, this is a calculation that is embarrassingly parallel, and in a
production environment could be performed in real time as needed.
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