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1. Introduction

Information cascades, also known as “fads” or “resonance,” are phenomena in which individuals adopt a
new action or idea because of the influence of others. One theory holds that individuals conform to
certain beliefs or actions because of the actions of others rather than their own judgment. While not
necessarily a bad thing, this can become problematic in certain cases where new perspectives on a
certain action (or product) become lost. Review readers, for example, lose some of the benefits of
accruing information from the various perspectives before them when this cascade effect becomes too
pronounced - the collective knowledge in this situation will tend to reflect the actions made by some
initial set of reviewers. This can be detrimental to review websites that rely on information from
individuals to accurately evaluate certain products or services.

In this paper we specifically examined Amazon, the world’s largest e-commerce website. The user
reviews on Amazon have the potential to make a huge impact on the success of a wide variety of
products on their websites. However, if cascades are present in Amazon product reviews, it is possible
that reviewers will adopt an opinion of the product based on the actions of the crowd that could be
wrong. This is a contrast with the “wisdom of the crowd” argument made by James Surowiecki that
review sites like Amazon are based on. It states that the aggregate behavior of many people with limited
information can result in a very accurate estimate of whatever they are guessing about. Surowiecki
notes the pitfalls of cascades and uses it as a caution in following crowd behavior. Therefore, our project
explores the existence of cascades in Amazon review for products, specifically DVDs, books, music CDs,
and VHS video tapes. Our objectives are as follows: (1) find statistics to describe the Amazon dataset
and (2) determine whether certain cascade models exist. The presence of cascades may indicate that
user reviews can be influenced by previous reviews and do not necessarily provide an unbiased
evaluation of the product. Using a modified version of the herding model that better described the
nature of Amazon product reviews, we found that most product reviews didn’t exhibit any cascade-like
behavior. Approximately only 31% indicate possible cascade-like behavior. This would suggest that
Amazon reviews are not influenced by previous reviews and likely provide an unbiased evaluation of a
product.

2. Previous Works
2.1 Bikhchandani et al. (1992)

Bikchandani et al. (1992) discusses the phenomena of localized conformity. They propose an explanation
for why people conform and why convergent behavior can be idiosyncratic and fragile. In the model,
based on “information cascades,” that they propose, individuals converge to one action on the basis of
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limited information. If new information comes about or people believe the circumstances may have
changed, behavior can drastically change. This model, based on “information cascades,” explains why
conformation takes place as well as why it can be both rapid and short-lived. These information
cascades occur when it is better for an individual to follow the behavior of previous individuals rather
than using their own judgment. The problem with such cascades taking place is that it prevents the
aggregation of information of numerous individuals. Ideally, information from many individuals should
be aggregated and later individuals should converge to the correct opinion or action. However, once a
cascade starts, actions depend only on previous actions rather than individual information, therefore
actions do not improve later decisions.

2.2 Leskovec et al. 2006

Leskovec et al. (2006) describes a study of informational cascades within a large, real-world
recommendation system. Prior to this study, most research on cascades within large datasets had
focused on the blogosphere. The recommendation system originates from a large online retailer and
consists of 4 million people, half a million products, and 16 million recommendations.
Recommendations are sent at the time of purchase to email addresses provided by the purchaser. This
referral system is incentivized with a discount for the first email recipient to purchase the product and
with referral credit for the original sender. Four subgraphs are formed around general product
categories (Books, DVDs, Music, Videos) with nodes representing customers and directed edges
representing the recommendation of a product at a certain time. It is found that genuine cascading
behavior is present within the system with recurring structures and classification patterns. Using an
approximate graph isomorphism technique described in some detail in the paper, 88,840 unique
cascade subgraphs are found and 3,263 subgraphs occurred frequently (frequently is defined as at least
10 times). Most cascades are small, shallow, and tree-like, and structural differences (in connectivity,
density, shape, etc.) exist across product categories.

2.3 Danescu-Niculescu-Mizil et al. 2009

Danescu-Niculescu-Mizil et al. (2009) describes a study on the correlation between helpfulness votes on
reviews and various metrics for review quality. The helpfulness vote is defined as "the information that a
out of b people found the review itself helpful" and can be found on various websites, most notably
Amazon.com. This study used a dataset of over 4 million Amazon.com book reviews which contained 1
million reviews that had a helpfulness vote count greater than 10. This study applied four well-known
theories from social science research on the social mechanisms underlying feedback systems to this
dataset and developed a simple model for measuring the dependence of these votes on review and
group characteristics - 1) the conformity hypothesis (reviews found more helpful when closer to the
mean opinion), 2) the individual-bias hypothesis (reviews found more helpful when closer to voter's own
opinion), 3) the brilliant-but-cruel hypothesis (negative reviews are generally seen are more insightful
and intelligent), and 4) the quality-only straw-man hypothesis (votes are based purely on textual content
of review). It is concluded that helpfulness votes depend much more on the relation of the review's
opinion to other opinions (opinions are quantified via the review's star rating) than on the content of
the review. Helpfulness votes are also most consistent with a simple model based on theory number 2,
or individual-bias, in the presence of a mixture of opinion distributions. Consequently, where there is
low variance in star rating for a product, average reviews are found to be most helpful; where there is
moderate variance, slightly above average reviews are deemed most helpful; where there is high
variance, avoiding average reviews is the preferred method.



We see that our goals are similar to these previous works since we are trying to find the existence of
cascades. However, we see that our network is not as well defined as the one used by Leskovec et al
since we do not have specific users targeting each other; instead we have reviews that are made public
to all Amazon users. But the investigation of these cascades will still provide insight on the properties of
the network of Amazon product reviews we are looking at.

3. Dataset
3.1 Overview

The data set used for this project is the Amazon data set provided on the CS 224W class website. The
data set was collected in the summer of 2006 and consists of 548,552 products as well as 7,781,990
reviews. The products are divided into four separate product groups: books, DVDs, music CDs, and VHS
video tapes. In the paper, we focused on the products grouped under DVDs to make the size of our data
set more manageable. Thus our findings are based on these 19,828 products categorized as DVDs.
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3.2 Dataset Features

Using Python and Linux command line arguments, we were able to gather the following star ratings for
the products in our dataset. The distribution of these ratings is shown in Figure 1.
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Figure 1: (a) Distribution of Amazon product ratings. Products ratings range from 0.0 to 5.0 in increments of 0.5.
(b) Distribution of total reviews for each product.

We see from the histogram that people are more likely to rate a product favorably; the majority of
product ratings were above 4.0 and there are very few 1 star and 2 star ratings. However, we see that
there are a fair number of O star reviews, indicating that people are likely to review products that they
are strongly opposed to. Additionally we notice that there are relatively few 5 star ratings compared to
the number of 4 star ratings. This seems to indicate that although people are likely to review a product
favorably, they are still reluctant evaluate a product as being perfect. Based on these findings we will set
a review rating of 4.0 as the threshold for determining whether a review was positive or not.

Additionally, we examined the number of reviews available for each product. From the histogram
(Figure 1) we see that the majority of products have relatively few reviews. Products that have a limited
number of reviews are not useful for the purpose of this study since it is difficult to elucidate the



existence of a cascade with few reviews present. Therefore we will focus on products with larger
number of reviews. We used the mean as our threshold, which in this case is 41 product reviews.

4. Cascade Model

4.1 Overview

Because of the nature of the data we have available, we believed that the Amazon dataset would be
best fit by using the herding model described by Banerjee. The reviews given for each product are
recorded in sequential and the star rating that each review provided can be interpreted as each
reviewer’s public signal. Reviews can then base their review on their own experience with the product
as well as previous reviews. To determine whether the sequence of reviews is generated because of a
cascade, we compared the results to a random model where people do not consider previous reviews
when making their decision.

However, we see that it is necessary to make modifications to the simple herding model to fit the nature
of Amazon product reviews. In the simple herding model we see that once the difference between the
number of positive reviews and negative reviews is greater than or equal to two, all of following reviews
will have the same opinion. This is because once the difference is greater than two the reviewer’s
private signal won’t be influence whether the number of good or bad reviews is the majority. However,
this is not the case for Amazon products. Even if a product is highly rated and has a large number of
positive reviews, there are still instances where there is review that disagrees with the product rating. In
these instances the reviewer likely ignored the actions of the crowd and instead solely based their
review on their own private signal. To take this phenomenon into account, we introduce an a parameter
which describes the frequency individuals base their reviews on the actions of the crowd versus their
own private signal. This parameter should adequately model the appearance of noisy reviews (those
that go against the actions of previous reviewers) in a sequence of product reviews.

4.2 Random Model

For our random model, let us assume that the reviewers x4, x5, ..., X,_1, X, are n independently and
identically distributed observations with values of 0 or 1. They are from a Bernoulli random distribution
with mean 6 and have probabilities P, ' ;) where 6 is the mean. Let us define the likelihood function as
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good reviews and ! ! ! be the number of bad reviews. We can then regroup the probabilities in our
likelihood function so that all of the good reviews are together and all of the bad reviews are together.
Doing this we get that
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We see that this expression can be reduced to
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It is clear then that the log likelihood is simply
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4.2 Modified Herding model

In this modified herding model, customers write reviews based on preceding reviews for the product
(public signal) and their own experience with a product (private signal). We define! as the parameter
that represents whether the product is actually good or bad. This is determined by comparing the rating
of the product to the rating threshold we defined earlier. When the rating of the product is above the
threshold, then the product is deemed to be good and! ! 1. However, when the rating of the product
is below the threshold the product is bad and ¥ = 0.

Additionally, we define the private signal of each reviewer x; to be s;. s; = 1 when the reviewer believes
the product is good and s; = 0 when the reviewer believes the product is bad. We define the probability
P as the probability that the reviewer’s opinion matches the actual nature of the product. By doing this,
we can express the values of P(s;|y) in the following table.

This can also be expressed more compactly by the following formula.
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Where ! is the probability it adheres to the simple herding model and ! | is a random variable whose
probability is a result of following the simple herding model. Having defined this probability, we can now

state the likelihood function for our model.
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When considering the log likelihood, we see that this expression becomes
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5. Results and Discussion

To evaluate our model we compared the log likelihoods of the sequence of reviews occurring under the
random case and our modified herding cascade. The reason for this is we are calculating the probability
of long series of reviews; therefore it is possible the probability becomes so small it cannot be handled
by Python. Using log likelihoods circumvents this problem. Additionally, log likelihoods have the
additional benefit of making it easier to distinguish differences since they aren’t as small as probabilities.
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Figure 3: Histogram of differences between log likelihood for the cascade case and random case. Negative values
means cascade case is less likely than random case. N =172

We first considered a small subset of our products and found the distribution of the differences in log
likelihood between the cascade case and the random case suggests that the random case (Figure 3).

The differences are mostly negative (indicating the probability of the cascade case is lower than the
probability of the random case) our results suggest that the random case performs much better than the



cascade case. This means that the sequence of reviews is more likely to be a result of randomness rather
than a cascade model (approximately 31% had a higher probability for the cascade case).

Next, we applied the model to all products that contained 41 or more reviews to see if the trend still
held for a larger number of samples (Figure 4). Again, we see that the differences are primarily negative,
indicating that the random case is more likely.

1200 T T T T

1000

800

600_ ............ ................... -

number of products

400}

200

—9000 -500 0 500 1000 1500
log likelihood differences (for alpha=0.7)

Figure 4: Histogram of log likelihood differences between the cascade case and random case for all products with
more than 41 reviews.

We varied the ! values from 0to 1, but the ! values chosen were high (greater than 0.5) since it
represents the probability a reviewer would rely on previous reviews in relation to their own private
signal to write their review. However, extremely large values of a (i.e.! ! !! were avoided since the
cascade would become extremely fragile and break down when any sort of noise was introduced. We
found that for ! values greater than 0.9, the number of cascades we found quickly decreased as it was
less equipped to handle any noise present in the sequence of reviews. Additionally, we found that lower
values of a generally resulted in high number of cascades found. However, this is deceiving since lower
a values would mean that less weight was given to previous reviews, meaning that it is acting less like a
cascade. Therefore we did not accept the results of these lower alpha values (i.e. @ < 0.5) since it
meant there was greater deviation from a true cascade model.

Additionally, we explored the implementing the feature of having reviewers only looking at the previous
m reviews before them. With this feature reviewers would base their review on only these m reviews
instead of all of the reviews available to them. Although this simplified our calculations, we weren’t
confident that this change properly modeled a reviewer’s behavior. We felt that reviews would be more
inclined to look at a histogram of all the reviews (thus gain information about all of the previous
reviews) rather specifically looking at the reviews immediately preceding them, therefore we didn’t view
the results of looking at these m previous reviews to be valid.



6. Conclusion

Based on the previous works of Bikhchandani et al, Leskovec et al, and Danescu-Niculescu-Mizil et al, we
investigated the existence of cascades in Amazon product reviews. We created a modified herd model
that we believed would capture the behavior of cascades if they existed. To test whether the sequence
of reviews that we found were results of cascades, we tested the findings of our model against a
random model based on a Bernoulli distribution. When comparing our cascade model against the
random model, we found that although there were a few product that were modeled better by cascades,
the majority of products performed better under the random model. This would imply that Amazon
product reviews are not influenced by previous review, but instead provide an unbiased evaluation of
the product. Therefore, based on our findings Amazon product reviews can be seen as independent
opinions and by the “wisdom of the crowd” rationale, the aggregation of these reviews provide an
accurate estimate of the true nature of a product.
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