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INTRODUCTION

Mapping the brain’s structural connectivity is key to
understanding the brain’s operation. Currently, the stateof-the art noninvasive whole-brain structural mapping
technique is MRI tractography. In MRI tractography, a
special type of MRI is performed which extracts the
most likely direction of water diffusion at each volume
of resolution (voxel) in the brain. The diffusion of water
aligns roughly with the brain’s white matter fiber tracts
which form long-range connections, so from this
Diffusion Tensor Imaging (DTI) data, the gross
structural connectivity may be inferred. Traditional
tractography algorithms are concerned not only with the
connectivities between brain regions, but also the paths
of the fiber tracts that link them. Network theory has
been used as a tool to analyze the characteristics of the
networks resulting from traditional tractography, but has
played only a limited role in the construction of these
networks.
Tractography’s primary deficiency is that it is a very
time consuming algorithm for the purposes of computing
regional connectivity matrices. Typically, the regions of
interest (ROIs) to find connections between must be
specifically enumerated and are occupy a large area in
space (~2 cm radius). Because of O(n^2) nature of
finding tracts between each pair of ROIs, building a
high-resolution connection matrix takes an enormous
amount of time. The long run time is in part due to
traditional tractography’s insistence that all paths that it
finds between ROIs are paths that may actually exist in
the brain. If all that is desired is the final connection
matrix between brain regions, how the connections are
actually made is irrelevant. Our goal is to determine an
alternative method for creating a complete graph of the

brain that takes advantage of this fact. Our methods start
by building a graph from the raw DTI data. Each voxel,
the maximum unit of MRI resolution, becomes a node.
Connections are made between voxels by examining the
local diffusion directions and magnitudes. Our hope was
to obtain a ROI connectivity matrix similar to the one
that tractography generates for a set of data, but with
much faster runtime and higher spatial resolution.
We designed two algorithms to attempt to achieve this
goal. The first is a simple “edge attack” algorithm,
where, using a small, easily computed, training set of
ground truth tractography, we prune edges until our
network’s connectivity most closely matches the training
set. We then see if the connectivity of the network
generalizes by comparing it to a hold-out set of ground
truth data. The second algorithm might be thought of as a
kind of “statistical pseudo-tractography”. We take
random walks from ROIs and derive connectivity based
on the frequency with which we arrive at the other ROIs.
THE BRAIN IS A GRAPH

The brain may be divided into gray matter and white
matter, roughly representing the components responsible
for computation and communication, respectively. Gray
matter is composed primarily of neuron cell bodies, or
somas. The soma and its surrounding dendrites
(branching receptor structures) are the primary
computational components of the neuron, responsible for
integrating inputs and generating output. Gray matter
comprises a relatively small fraction of cortical volume,
and can be crudely thought as a folded sheet which
encloses the white matter. In this enclosed space lies the
brain's primary routing architecture. White matter is
made up of axons, the long, tubular cell bodies that
propagate the outputs generated at the soma to other
regions of cortex. It is primarily the structure of the
white matter which is considered by diffusion MRI
studies, as the network structure within gray matter (i.e.
the form of the dendritic arbors which collect inputs
from many different axons) is on a much finer scale than
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MRI can resolve. As such, these studies provide a
glimpse of only the highest levels of the brain's
hierarchy.

restrictions about the validity of paths they find through
the graph.

Diffusion-weighted MRI allows the rate and direction of
water diffusion to be determined at a macroscopic
granularity (millimeter resolution). Water molecules in
the brain (as part of intercellular fluid) are constantly
diffusing in random directions, but are channeled by
cellular membranes. By studying the diffusion
characteristics of the brain's white matter, large-scale
connectivity maps may be produced. By applying
network theory to this data, useful conclusions may be
drawn about the brain's coarse-grained structural
hierarchy.

THE DATA

RELATED WORK

Using tractography, researchers have discovered the
basic structure of the brain’s functional connection
network. Several studies have likened it to a SmallWorld network [1-5]. In most studies, such as that
performed by Hagmann et al. [4], tractography
algorithms are used to find the likely fiber tracts between
a relatively small set of cortical gray matter regions of
interest (ROIs). Hagmann et al. concern themselves
primarily with providing a description of zeroth-order
network characteristics of the brain’s coarse-grain
network without making much further analysis. Invoking
k-core decomposition (and a modified variation of k-core
decomposition that takes edge weights into account),
their key finding is that there is a primary “network
core”, which comprises 70% of the total edge mass of
the brain [4]. Other important findings include an
exponential nodal degree distribution and a correlation
between network regions with high betweenness
centrality and efficiency and those with many short
connections.
Researchers have also used functional MRI bloodoxygen-level-dependent (fMRI BOLD) data to form
functional networks, and have found similar SmallWorld network structures [2]. Bullmore et al. [1-2] have
found evidence for scale-free degree distribution in such
networks. Overall, the authors found the brain to
resemble a small world network, a commonly reported
result in line with the high physiological costs involved
with long-range cortical connections [1]. Also of interest
may be the use of network theoretical analysis in the
detection and treatment of neural pathologies [2].
Iturria-Medina has performed an approach similar to the
one we will propose in that they consider each voxel as a
node in a graph [5]. However, since they are still
performing a kind of tractography, they place strong

For this project, we have used one set of MRI DTI data
from an adult human. This data was collected in the
Boahen lab of the Bioengineering Department at
Stanford University.
The data is broken down spatially into volumetric pixels
(voxels). Each voxel represents a .9375x.9375x2 mm
section of cortex. At each voxel, the water diffusion
direction is represented by an ellipsoid tensor. This
tensor is defined by three eigenvalue-eigenvector pairs.
The eigenvectors define a basis of orientation for the
ellipse and the eigenvalues define how large the ellipse is
in each axis. If the tensor is dominated by a single
eigenvalue (a “pointy” ellipse), then water diffuses
strongly in one direction. If the eigenvalues are similar in
magnitude, then the ellipse is a circle and water diffuses
equally in all directions. Some of the raw tensor data is
shown in Figure 1. Essentially, the brain may be divided
into a lattice and a tensor placed on each vertex of the
mesh. Figure shows just two dimensions of the mesh.
Note that tractography operates on a richer set of data
than the one we use. For tractography, each voxel has 90
tensors associated with it. Our data is an aggregate of
these 90 tensors.

Figure 1: A small sample of our tensor data, representing
about 20x20x2mm of volume. The tensor colors highlight the
orientation, and the size of the tensors indicates strength.

Additionally, we have segmentation data, also divided
into voxels. This is a set of labels identifying the brain
region that a particular voxel belongs to. Most
importantly, this lets us discriminate between voxels
containing gray matter and those containing white
matter.
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Figure 2: Series showing the progress of a tract found between motor cortex (left) and thalamus (right). Going from right to left,
the slices shown descend through the brain. The portion of the tract displayed in each image is within a few layers of the base slice

Normally, tractography is carried out by selecting
particular regions of interest (ROIs) and doing a kind of
guided walk from the starting location, "swimming"
through the field of ellipses in a nondeterministic (but
guided) way, and seeing if you land in the destination
region. This is repeated many times for each pair of
regions. The computation takes a long time; forming a
complete connection matrix for as few as 100 nodes
takes days on a desktop computer. An example tract
generated by this process is shown in Figure 2, running
between a ROI in thalamus and another in motor cortex.
Although the validity of tractography’s results is
sometimes contentious, we use it as a ground truth
against which we measure the performance of our own
algorithms.
DTI AS A GRAPH

From the raw DTI data, we form a super-network which
contains a single node for each voxel. While there are
almost 5 million voxels in the DTI data, only 560,000 of
these represent cortical gray or white matter structures
(we are ignoring all subcortical structures), and only
these voxels are added to the graph. We implemented
our graph in SNAP.
Edges were formed based on the tensors (ellipses) in
each voxel. We connected each voxel to all of its gray or
white matter physical neighbors at each of its sides (there
are up to 6)-- as well as the neighbors at its corners (up
to 8 more for a total of up to 14 edges). To find the edge
weights to each of these neighbors, we take the
magnitude of the projection of each tensor eigenvalue
onto the unit vector in the direction of the neighbor,
multiplied by the eigenvalue. Before doing this, the
eigenvalues are rescaled to exist in the range between 0
and 1. Negative magnitudes are made positive (the
tensors are bi-directional). The initial graph has 14 edges
per node (if a node has a complete set of gray/white
neighbors), even if the weight of an edge is very small.

ALGORITHMS, TECHNIQUES, AND RESULTS
Edge Attack

At the time of graph construction, if the subgraph of gray
matter nodes is considered, any node should be reachable
by any other node through the white matter nodes. In
Edge Attack, by removing edges iteratively, we
attempted to reduce the reachability between gray matter
nodes to represent only those connections found in
ground truth. At each stage of graph pruning, for a subset
of gray matter nodes we compute the reachability matrix
and the similarity score between this matrix and the
ground truth for the same set of nodes. In this way, we
attempt to determine the optimal degree of pruning for
the graph. We validate this pruning degree by computing
the similarity between the reachability matrix and ground
truth for another set of nodes.
We set several thresholds for edge deletion. At each
threshold, we iterate over each edge in the graph,
removing it from the network if its weight is below the
threshold. The 5 pruning thresholds we chose were {0.,
.05, .1, .15, .25}. Since eigenvalues are normalized
between 0 and 1, the edge weights exist in a similar
range. This results in a pruned graph where only the
strongest connected edges are kept between voxels. It
was our hope that even this naïve manner of network
reduction would still lead to a gray matter connection
network that resembled ground truth after some degree
of pruning.
To train our degree of pruning, we established a groundtruth using a connection matrix derived from
tractography. The reachability matrix is constructed to
assess the connectivity of a subset of nodes in the graph.
The reachability matrix resembles an adjacency matrix
but with values indicating reachability instead of
neighbor status. For each of the n*n pairs of nodes
considered (the same nodes we have ground truth for), a
breadth first search is performed to determine if the
source can reach the destination. A “reachable” pair is
given a 1 entry in the matrix and a “not reachable” pair a
3

-1. The reachability matrix is calculated at the outset and
after every pruning.
A similarity score is also calculated for every n node in
the subset above. This is analogous to taking a series of
dot products. We take the dot product of each row of the
reachability matrix and each corresponding row of the
adjacency matrix for the ground-truth (tractography)
nodes. If the reachability matrix for our graph and the
ground truth have the same entry in the same position it
adds 1 to the similarity score, if the entries conflict it
subtracts 1 from the score. Therefore, the similarity score
we calculated gives a way of measuring the effect of the
pruning we perform. Higher similarity scores mean that
our graph’s connectivity more closely resembles the
ground-truth.

The first analysis we performed was a plot of the size of
the largest SCC for our 5 different thresholds (Figure 5).
The SCC size is clearly a decreasing function of the
threshold. This intuitively makes sense because as we
remove a greater number of edges, there are fewer
opportunities for sections of the graph to be strongly
connected. It also proves that there does not exist one
SCC in the graph that has high weights on all of its edges
making it resistant to threshold pruning. Hagmann et al.
[4] found that the brain has a network core of 70% of the
nodes. Our graph has a SCC comprising ~69.4% of
nodes when pruned with the 4th threshold .15. This
result suggests that we are on the right track with our
Edge Attack and that a good pruning threshold would be
around .15.

Figure 3. Adjacency matrix for ground truth tractography
nodes left hand side
Figure 5. Connected component vs. pruning threshold

Figure 4. Reachability matrix for pruning threshold 4 = .15 for
left hand side

Results for Edge Attack

We performed a variety of analyzes to determine the best
threshold for the Edge Attack and to understand what
was happening to the network after each iteration. For
each analysis, we plotted the results across our 5 pruning
thresholds.

Threshold

SCC size (nodes)

Percent of total nodes

0

558932

99.95%

0.05

557482

99.69%

0.1

542820

97.07%

0.15

388391

69.45%

0.25

9000

1.61%

We also examined the degree distributions of the pruned
graphs for our 5 different thresholds. For the pruned
graph with threshold 0, we see that spikes at 8 and 12.
Notably, most nodes don’t have 14 neighbors, suggesting
that many of the connections formed are zero-weighted
(Figure 6). As we increase the threshold in increments
of 0.5, we see that the degree at which there is a spike in
the degree distribution converging to one lesser value
until the last when the spike at 0 (Figures 6). This gives

4

us confidence that the pruned graph truly represents only
the strongest connections between gray matter voxels. It
also gives us a reference by which to choose a threshold
based on the connectedness desired in the final graph.
Finally, we plotted the diameter of the graphs of the 5
different pruning thresholds (Figure 7). This plot
demonstrates an interesting s-curve. As threshold goes
up, the diameter of the graph rises slowly then quickly
between .1 and .15 before leveling off to .25. Because
diameter is the maximum (shortest path) distance
between any pair of nodes in a graph, the sharp jump
between .1 and .15 may imply that the thresholds .15 and
.25 disconnect too many nodes. The optimal threshold,
based on this metric, appears to lie in the range of .1 to
.15.
Our hope was that the similarity score would improve
with successive prunings as the reachability matrix
began to more closely resemble the ground-truth
adjacency matrix. We expected the similarity score to
peak at the optimal threshold then, then the graph was
over pruned, drop again. As Figures 8-9 demonstrate, the
similarity scores instead show a decaying function. This
is generally true for both the node subset taken from the
left hand side of the brain (Figure 8) and the right hand
side of the brain (Figure 9). The decay appears to begin
at .15 in both tests. That the similarity score decays at
this threshold implies that .15 is where the network
begins to break down. This aligns with our results from
above which show that optimal threshold is somewhere
between .1 and .15. We conclude that the threshold
pruning destroys valid and invalid links are a roughly
equal rate until network breakdown, at which point the
valid links start being destroyed more quickly.
While the results are not what we expected, we can use
them to confirm that the initial graph is valid. In the null
model of the network (Random Model) the similarity
score of a node subset with the ground-truth would be
~0. That our graph demonstrates similarity >0 with the
ground-truth adjacency matrix shows that it contains at
least some real structure.

Figure 6. Degree distributions for 5 pruning thresholds

Figure 6. Diameter vs. pruning threshold
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Figure 7. Similarity score vs. pruning threshold for left hand
side of the brain

Figure 8. Similarity score vs. pruning threshold for right hand
side of the brain

Graph-Based Psuedo-Tractography

In our second approach to generating connection
matrices, we perform random graph traversals according
to edge weights (a la PageRank) and count the
frequencies with which we form paths between a set of
nodes which we have ground truth for. This is essentially
a crude form of tractography, likely to make plausible
pathfinding decisions more often than invalid ones, but
by no means guaranteed to produce mostly valid tracts,

Figure 9: Log-connection counts for traditional tractography
and our random-walk algorithm. The i,jth entry of each
matrix corresponds to the number of times that node j was
reached starting from node i.

as tractography does. However, we are not concerned
with the validity of the complete paths of individual
connections, only whether those connections exist
between a given set of gray matter nodes. In this light,
we hypothesize that it may be acceptable to consider
many iterations of our pseudo-tractography and, for a
particular source node, treat the arrival count distribution
across the other nodes as connection strengths or
probabilities.
Our pseudo-tractography graph traversal works as
follows. Just like normal tractography algorithms, we
start with a randomized seed location. From the list of
gray nodes to consider, we pick one at a time to be the
start node, then move up to 5 voxels away in any
direction (~5 mm). We then start randomly following
graph edges from this node according to their edge
weights. When we reach another gray matter node, we
6

terminate the algorithm. If the destination node is within
10 voxels (~10 mm) of one of the gray nodes considered,
we increment the corresponding connection matrix entry.
Again, this is very similar to the traditional tractography
technique we use.
In order to ensure progress and to increase the realism of
the paths, we give our random walk some directional
inertia. At each step, we compute the vector of travel
over the course of the last 10 steps. We then treat this as
an ellipse tensor, projecting it onto the 14 neighbor unit
direction vectors. This is then treated essentially as a
second set of weighted edges that may be followed.
Before factoring them into the decision, we multiply by a
factor of .3 (making the current outgoing edge weights
roughly 3 times as important to the decision as the
previous path direction).
Just like edge attack, we validate our pseudo
tractography approach by computing a similarity score.
Without a good way of removing the effect of close
proximity giving very large connection counts in both
traditional- and pseudo-tractography, we convert the
connection count matrices to adjacency matrices for the
purposes of computing similarity. Positive values are
replaced by +1 and zero entries by -1.
Results for Graph-Based Psuedo-Tractography

The log-arrival counts for traditional tractography and
graph-based pseudo tractography are plotted in Figure 10
for 36 ROIs. As in the other adjacency plots, the nodes
are sorted roughly spatially, so the first cluster
corresponds to nodes in motor cortex, the second
thalamus, and the third visual cortex. Visually, the
matrices are quite similar. Both types of tractography
find strong connections within functional areas, almost
no connections between visual cortex and thalamus or
MC (LGN was not included in the thalamus voxels
considered) and many connections between motor cortex
and thalamus. This connection scheme is supported by
biology. Converting to adjacency matrices, the similarity
score between the matrices was 596, much higher than
the pruning approach ever achieves. The similarity
between a random adjacency matrix (or any random
adjacency matrix with some fraction of nodes connected)
and ground truth would be roughly 0. The maximum
similarity is 36^2 = 1296. This means that this random
walk approach matches the ground truth tractography
about 75% of the time. Some of the random walk paths
are shown overlayed on T1 MRI scan in Figure 11.
True to our goals, however, graph-based pseudotractography runs much faster than traditional
tractography. The tractography simulation to find the
36x36 connection count matrix took 16 hours. Graph-

Figure 10: Random walk paths for the pseudo-tractography
algorithm. Note how thalamus (right top) and motor cortex
(left top) connect, while visual cortex (bottom) is isolated.

based pseudo-tractography for the same 36 nodes, taking
10 million walks from each node, took less than 30
minutes.
Overall, we think that for our algorithm shows promise
for someone only interested in a neural structural
connectivity matrix, as opposed to the actual paths along
which that connectivity occurs. With additional work,
this algorithm could be prove to be an attractive
alternative to running traditional tractography
algorithms.
FUTURE IMPROVEMENTS
Edge Attack

When comparing to tractography, which treats the start
and end ROIs as encompassing several voxels, it might
be better to consider reachability from groups of nodes
rather than single node. Since we're considering single
nodes in the reachability matrix, it's easy for that node to
become completely disconnected if the node has weak
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tensors and gets pruned early, this would have a a
disastrous effect on the similarity score.
Treating connections as an adjacency matrix also makes
a somewhat unequal basis of comparison with
tractography. Tractography really counts the number of
connections made between the ROIs. It might be worth
testing the similarity of the connection count with
reciprocal of the cost of the paths between nodes in the
ROIs. This would match our data with the large numbers
of short-range connections tractography finds.
Another possible improvement to our approach is further
refinement of the network construction. One more
complicated algorithm might connect each node to more
than 14 others. Connecting nodes beyond those directly
adjacent might result in a network where larger edge
trends are emphasized.
Graph-Based Psuedo-Tractography

The graph-based tractography algorithm suffers from a
tendency to terminate early because the start node tends
to be close to many other gray matter nodes, which are
easily reached as endpoints. As a result, only somewhat
rarely does the walk break into a long-range fiber tract.
Having a “second chance” to stay alive, inversely
proportional to the distance traveled could help offset
this effect. Additional attempts to make the algorithm
more like regular tractography could also be helpful:
considering a richer set of tensors as normal tractography
does, for instance. The algorithm could also benefit from
more complex graph constructions, just as the pruning
technique might. Finally, simple adjustment of the

algorithm parameters (such as the relative importance of
the structural weights versus the intertial weights) could
yield large improvements.
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