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Summary

Biemann (2005) introduces an unsupervised algorithm for language 
identification which operates on the word co-occurrence network.  By weighting 
edges with the number of co-occurrences between words and then performing k-
nearest neighbors clustering on the resulting graph until stabilization, Biemann 
identified clusters corresponding to roughly 14 major languages.  In an evaluation 
on relatively long documents of clean text, Chinese Whispers performed very well at 
identifying major European languages.

Biemann (2006) further explores the Chinese Whispers algorithm and its 
relation to other clustering algorithms.  CW is a special case of the Markov chain 
clustering algorithm in which each column is pruned to only its maximum value. 
This pruning corresponds to the k-nearest neighbors step in which each node is 
assigned only the single label with highest weight among its neighbors. The paper 
provides evaluates on a variety of synthetic datasets. Evaluation on n-bipartite 
graphs shows increasing robustness for increasing network size. Additionally, 
evaluation on datasets generated by creating two small-world clusters and merging 
with some rate r shows that the algorithm performs better when clusters are of 
uneven size.

Girvan and Newman (2002) discuss a different means of detecting 
communities in networks.  They define the “betweenness” of an edge as the 
number of shortest paths on the network in which that edge is included.  In order to 
find clusters using this metric, they remove edges in decreasing order of 
betweenness.  Thus, the edges that pass between communities are the first to be 
removed.  In a highly clustered graph, this would produce multiple connected 
components corresponding to the communities.  The threshold could be changed 
depending on the degree of granularity required in the clustering in order to find 
subcommunities.

Rattigan (2007) provides a speed-up that can be applied to any graph 
community detection algorithm that requires a distance computation. Rattigan et al 
uses a precomputed Distance to Zone index (DTZ) in order to compute the 
approximate distance between two nodes quickly. Although they use an 
approximation, Rattigan reports that results for clustering with k-mediods improves 
with the use of DTZ.



Biemann (2005) introduces an interesting task that can be solved through 
analysis of the word co-occurrence network, but only explores one of the possible 
algorithms for community detection.  Biemann (2006) and Girvan and Newman 
discuss other methods of detecting communities within graphs.  The results 
presented in Biemann (2005) could potentially be enhanced by utilizing different 
data sources and community detection methods. Rattigan (2007) provides a way to 
speed up and potentially improve the results of clustering algorithms that rely on 
distance.

Critique

The unsupervised language identification task is interesting with respect to 
community detection as an example of a non-human network that still displays 
community structure.  The nature of the graph’s structure is also interesting, since 
the edges connecting different communities have linguistic meaning.  They could 
correspond to word borrowings, named entities discussed in multiple linguistic 
communities, or unrelated words that have the same orthography only by chance.

In the context of language identification, Biemann’s long samples of clean 
text represent a particularly easy case of language identification.  Many modern 
applications of language identification involve shorter samples of potentially mixed 
or misspelled text, with substantial topical and named entity overlap between 
languages.  Based on unpublished work from the past summer applying Chinese 
Whispers to Twitter data, the algorithm performs much worse than the scores 
reported when used for noisy, short text samples.  Because it includes every word in 
exactly one language list, words such as onomatopoeia and emoticons that are used 
across languages and not clearly associated with any will be labeled arbitrarily or as 
the most language most represented in the training data.

Community detection using betweenness is particularly interesting for the 
word co-occurrence network since we want to avoid assigning language labels to 
language-independent tokens.  Because betweenness is measured in terms of the 
number of shortest paths passing through an edge, it should do a good job of 
finding the nodes which are connected to multiple communities, since many of the 
shortest paths from nodes in one community to nodes in the other would pass 
through that node.  Eliminating connections between communities should make the 
language labels much cleaner.

A second shortcoming in the Chinese Whispers papers is that it is only 
evaluated on major Western languages.  Again based on unpublished work, the 
algorithm as specified only finds a relatively small number of major languages even 
if more are contained in the corpus.  By using a different, perhaps hierarchical 
community detection algorithm or even just doing multiple passes with the original 
algorithm it should be possible to discover subcommunities, for example 



corresponding to Ukrainian in the larger community currently labeled as Russian 
and Japanese in the one labeled as Chinese. 

Project Brainstorm

For our project, we are interested in improving the performance of Chinese 
Whispers for short, noisy, and occasionally multilingual text samples.  In particular, 
we would focus on excluding language-independent tokens from the language 
clusters and improving the learning of smaller languages.

As data that fits the specifications above, we will use a corpus sampled from 
Twitter.  Thus, our first step will be to locate or collect such a corpus.  For evaluation, 
we will use Google Translate’s language identification output as our gold standard. 
This will involve running all of our sample tweets through the Translate API for 
labeling.

In order to eliminate language-independent tokens from clusters, one 
possible approach would be to modify the Chinese Whispers algorithm to output 
confidences for each word in each neighboring cluster once the clusters have 
stabilized.  With that information, it would be possible to remove all words that have 
relatively high confidences for multiple clusters, rather than just a strong 
association with a single cluster.  Since words common in a single language would 
be overwhelmingly associated with that language’s cluster, they would remain in 
the final clusters while tokens used across languages would be discarded.  Because 
this would be a final pass at the end, however, it is not clear whether this would 
help or whether the shared tokens would by that point in the clustering be strongly 
associated with the language they were originally assigned to arbitrarily.

To provide a more complete solution, we could explore other community 
detection algorithms, in which it is not necessary that every node is included in a 
large community.  In particular, Garvin and Newman’s community detection 
algorithm intuitively seems good for targeting the exact type of connection that we 
wish to eliminate.  We may even wish to extend their algorithm to, rather than 
eliminating edges with high betweenness, to calculate the equivalent score for 
nodes and eliminate them from the graph.  Because emoticons do not belong in any 
language cluster, removing them from the graph entirely seems like a promising 
approach. In order to overcome the size of the word graphs, we will implement 
Rattigan's DZT approximation of Gravin-Newman. 

To address the detection of smaller languages, again the simple possibility 
would be an additional pass after the first application of Chinese Whispers.  Once 
we had confidences for the labels of nodes, we could remove the ones with high 
confidence from the graph and run the algorithm again.  Assuming that small 
languages are represented by separate but small communities, this would allow the 



algorithm to find them.  However if they are, as we suspect, subsumed by larger 
related languages, this approach would not fix the problem.  In this case, the more 
comprehensive solution would be a hierarchical community detection algorithm. 
Unlike Chinese Whispers, which has no parameter for granularity, a hierarchical 
algorithm could be run until we are satisfied that there are no more meaningful fine-
grained clusters.  This might have the side-effect of, once or as small languages are 
separated, also separating dialects of larger languages.



References

Biemann, C., Teresniak, S. (2005): Disentangling from Babylonian Confusion - 
Unsupervised Language Identification. Proceedings of CICLing-2005, 
Computational Linguistics and Intelligent Text Processing. http://wortschatz.uni-
leipzig.de/~cbiemann/pub/2005/cicling05.pdf

Biemann, C. (2006): Chinese Whispers - an Efficient Graph Clustering Algorithm and 
its Application to Natural Language Processing Problems. Proceedings of the HLT-
NAACL-06 Workshop on Textgraphs-06. http://wortschatz.uni-
leipzig.de/~cbiemann/pub/2006/BiemannTextGraph06.pdf

Girvan, M. and Newman, M.E.J. (2002): Community structure in social and biological 
networks. Proceedings of the National Academy of Sciences of the United States 
of America. http://www.pnas.org/content/99/12/7821.full.pdf

Rattigan, Mathew, Marc Maier, and David Jensen. (2007): Graph Clustering with 
Network Structure Indices. Proceedings of the 24th international conference on 
Machine learning. http://portal.acm.org/citation.cfm?
id=1273496.1273595  http://portal.acm.org/citation.cfm?id=1273496.1273595  .

http://wortschatz.uni-leipzig.de/~cbiemann/pub/2005/cicling05.pdf
http://wortschatz.uni-leipzig.de/~cbiemann/pub/2005/cicling05.pdf
http://wortschatz.uni-leipzig.de/~cbiemann/pub/2006/BiemannTextGraph06.pdf
http://wortschatz.uni-leipzig.de/~cbiemann/pub/2006/BiemannTextGraph06.pdf
http://www.pnas.org/content/99/12/7821.full.pdf
http://portal.acm.org/citation.cfm?id=1273496.1273595
http://portal.acm.org/citation.cfm?id=1273496.1273595
http://portal.acm.org/citation.cfm?id=1273496.1273595

