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Abstract
There is widespread scientific and practical interest in estimating peer influence
effects for a variety of behaviors, but peer influence effects are not identifiable in most
observational data. Social scientists have thus had to remain largely silent on these
effects — or make inconclusive or misleading arguments for their estimates of them.
The state-of-the-art research has used propensity score methods to either estimate or
place an upper bound on peer influence effects. The proposed research will evaluate
these methods using simulations. In particular, I will demonstrate how realistic cases
missing edge data leads can lead to these methods substantially underestimating peer
influence effects. This means that these estimates fail as upper bounds (i.e., fail to
partially identify peer influence effects). I compare these methods with regression
adjustment, which may be preferrable in such conditions.
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Scientists and people making decisions about policies, interventions, products, and
campaigns are all interested in how people are influenced by the behaviors of others. It
is of widespread interest how healthy and unhealthy behaviors are influenced by those
behaviors among others. Marketing managers and researchers are likewise interested
in how an individuals’ product purchase decisions are influenced by the purchase decisions of others. More specifically, marketers have aimed to identify individuals whose
decisions have especially large effects on these decisions in their social neighborhoods
and larger networks.
Despite the attention of basic and applied researchers in multiple fields, there is
little credible evidence about peer influence effects in real-world networks. Available
observational data and established methods are rarely sufficient to identify peer influence effects Manski (2000). This has not stopped investigators from developing
statistical estimators and reporting their estimates of peer influence effects. But these
are generally not consistent estimators of any causal effects of interest under plausible
assumptions.
Some recent efforts to distinguish endogenous peer influence effects from other
causes of apparent influence (i.e., homophily, common external causes, contextual interactions) have employed propensity score methods for estimating the effect of alters’
behavior on egos (e.g., Aral et al., 2009; Hill et al., 2006). Propensity score matching
(Rosenbaum and Rubin, 1983; Rubin, 1997) is widely used in epidemiology and other
fields to reduce bias in estimates of treatment effects from observational data. Like
other matching methods, treated units are matched with control units to minimize
some distance measure. In propensity score matching, the analyst fits a model for
predicting the treatment with suitable covariates; this is a model of the propensity to
be treated for different units. The fitted values from this model (most often a logistic
regression) are then matched on, most often excluding some control units that are poor
matches. Thus, propensity score matching reduces the available metrics into a single
variable — the propensity score. Then a regression of the outcome on the treatment is
fit for just the matched units. In this context, a propensity score is the probability that
some ego’s alters’ will engage in the behavior of interest; this behavior by alters’ is the
treatment for the ego. Aral et al. (2009) develop a use of propensity score matching
they call dynamic matching which estimates propensity scores for each biweekly period
in their study, thus allowing for temporal differences in which characteristics determine
whether one’s friends will engage in the behavior.
If selection into this treatment is limited to selection on observables, then matching
on propensity scores can enable the consistent estimation of this treatment, as long
as “good enough” matches are available. However, in the realistic settings of interest,
there generally is selection on unobservables; that is, alters’ behavior is not ignorable
conditional on observed variables. To see why this is, consider the behavior examined
in Aral et al. (2009) — the adoption of the Yahoo Go mobile phone application. While
their data set includes many measures of individuals’ demographic and behavioral
(e.g., use of the Yahoo Sports web site), it is easy to see that there is going to be
selection on unobservables. For example, if Yahoo bought advertising for Yahoo Go,
then individuals were likely exposed to this advertising because of unobserved variables:
in the case of billboards, their commute route; in the case of TV ads, the shows they
watch; etc. If these variables are correlated with network structure, then this selection
on unobservables can masquerade as peer influence.
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Based on such considerations about homophily and common external causation,
Aral et al. (2009) sometimes describe their method as producing an upper bound
on peer influence effects, rather than estimating them. I find this honesty about
the implausible assumptions required to make their estimates consistent praiseworthy. Nonetheless, bounding an effect at zero and this upper bound is distinctively less
useful for many purposes than having a credible narrower bound or point estimate.
This paper evaluates the estimates produced by these methods using analysis of simulated data. The aim is to demonstrate realistic conditions under which these methods
underestimate peer influence effects. Aral et al. (2009) acknowledge some conditions
(i.e., when conditional independence or strong ignorability is not satisfied) when these
methods overestimate peer influence, which is why they treat these estimates as upper bounds. But when these methods underestimate peer influence effects, this means
that they fail to produce true upper bounds, their remaining purpose. In particular,
this conclusion casts doubt on the use of these methods to claim that other methods
overestimate peer influence effects by 300 to 700%.
The specific conditions explored by this paper is when there are missing edges –
when some edges in the true network are not observed. I begin by describing the model
used to create the true network.

Simulation
To analyze propensity score methods for estimating peer influence effects, it is necessary
to have a network in which node characteristics are clustered. Futhermore, we need
a network in which peer influence effects are of an known size. This speaks for using
a simulation, rather than real-world data (in which the true peer influence effects are
unknown).
In order to create such a network, I use a modified preferential attachment model.
Nodes are added sequentially to the network and create a single edge to an existing
node.
In the basic preferential attachment model, the probability of any existing node
being selected is proportional to its degree relative to the total degree of the network
at that point during construction. In this modified model, this probability is also
decreasing with the distance from the new node (absolute difference) on a normal
random variable H ∼ N (5, 1), where hi is a characteristic of node i. Each new node
creates one to five edges, with the probability of each edge beyond the first being 1/2.
With the selected parameters, this model produces a network in which the pairwise
correlation between hi and hj for all pairs of nodes i and j that are neighbors is 0.39.
I used this process, starting with a connected network of three nodes, to produce a
network with 10,000 nodes.
500 nodes are selected to be infected with probability proportional to h. This is
time t = 1. At 9 subsequent steps, additional nodes are infected (Figure 2). The
probability of any node i becoming infected a time t is
p(yit ) =

1
1+

e−4.5+3dit +.5(hi −µh )

where dit = 1 if any neighbors of i where infected at t − 1. This is the structual
equation for y and it a logistic regression model. Thus, it defines the causal effects of
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Figure 1: The degree distribution of the resulting network.
peer influence and homophilous node characteristics at each step and can be readily
compared with output from logistic regressions. This model has p ≈ .01 for untreated
nodes with hi = µh , while this same node would have p ≈ .18 if treated.
This process produces differences in H between infected and uninfected nodes (Figure 3) and, to a lesser extent, nodes with infected neighbors (treated nodes) and nodes
without infected neightbors (untreated nodes) (Figure 3). The former difference is due
both to the direct effect of H on adoption and imbalance in exposure to infected nodes
because of homophily. The latter is the difference in treatment due to homophily.

Bias from missing edges
Propensity score methods can underestimate peer influence effects in some conditions.
This can occur when peer influence occurs via edges that are not observed. For example,
Aral et al. (2009) use a network constructed from Yahoo Messenger conversations, but
this network likely does not exhaust the edges by which individuals’ adoption of Yahoo
Go could influence others, including friends, family, and colleagues. Missing edges are
not just problematic for the nodes they would connect: to the extent that there are
edges are between similar nodes, this can weight variables in the selection model (i.e.,
the model for estimating propensity scores) that do not in fact affect selection.
We can conceptualize missing edges as introducing measurement error into the
treatment variables. If the treatement variable is the number of friends infected, edges
missing at random will include some edges with infected neighbors, thus negatively
biases the treatment variable. If the treatment variable is an indicator for whether any
friends are infected, some nodes will be measured as untreated when they were in fact
treated. If the treatment is the proportion of friends infected, edges missing at random
will not have a consistent postive or negative effect on the measured treatment. This
third parameterization is not used in Aral et al. (2009), while the other two are.
Measurement error in the treatment variable can be expected to introduce or increase bias for many estimators, rather than just the dynamic propensity score matching method. Despite the general importance of such measurement error to causal
inference, there has been relatively little applied work on the how different methods
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Figure 2: The number of infected nodes at each time. The rate of infection is decreasing
since an increasing number of nodes are already infected at each time and probability of
infection does not increase with the number of neighbors infected.
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Figure 3: Empirical CDF of H conditioning on time and whether the node is infected. There
is substantial imbalance in which nodes are infected. This is as planned, since the true
Bernoulli model for infection includes a positive coefficient for H.
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Figure 4: Empirical CDF of H conditioning on time and whether any neighbors are infected.
Consistent with the goal of the simulation, there is some imbalance in which units are treated.
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are affected (Millimet).
In order to demonstrate the effect of even a small number of missing edges, I
randomly censor edges from the simulated network. The probability of any edge being
censored is .2. Many observed networks quite plausibly are missing many more edges
through which the peer influence of interest is occurs.
Following Aral et al. (2009), for each time I fit a logistic regression to predict
whether a node has infected neighbors at time t. This model includes indicators for
each time, the homophilous individual characteristics h, and their interaction:
dit ∼ βhi
Only nodes that are not yet infected at that time are included in the data set. The
fitted values from this model p̂(dit ) are the estimated propensity scores.
Propensity scores are estimated for both the original network and the censored network. Then treated nodes (nodes with infected neighbors) are matched with untreated
nodes to minimize differences in propensity scores. Those untreated nodes not selected
by this matching are discarded.
Subsequent analysis is performed on only treated nodes and matched control nodes.
The standard analysis is a logistic regression predicting infection with an indicator of
whether any of a nodes neighbors are already infected:
yit ∼ ηdit
The most common way to use the propensity scores is to construct a subset of the
data. It can also be desirable to use inverse propensity score weights such that unit i
at time t has weight 1/p̂(dit ) if treated and 1/(1 − p̂(dit )) if untreated. This can have
the advantage of using more of the data and so having lower variance, but can have
increased bias if the propensity score model is not correct.
We find that both of these methods seem to underestimate the peer influence effect
in the present conditions. From the model used to spread the infection, we know that
the true coefficient for any neighbors being infected is η = 3. I plot the estimated
coefficients from propensity score matching and weighting for each time (Figure 5). I
also include regression adjustment for H for comparison.
These results illustrate how propensity score methods can underestimate peer influence effects. While the model using inverse propensity score weights may appear
to be consistently worse, note that it has lower variance because it is using more of
the data than the matching method. Regression adjustment appear to perform much
better, exhibiting smaller bias. It is also preferrable because it is more efficient.

Conclusions
For whatever reason, propensity score methods have been regarded by some as importantly distinct from methods for estimating causal effects using regression adjustment.
In an extreme version of this, Aral et al. (2009) write:
[F]requently used methods such as regression analysis, which can only establish correlation, are insufficient. Causal treatment effects can, on the other
hand, be estimated by matched sampling, which controls for confounding
factors and overcomes selection bias by comparing observations that have
the same likelihood of treatment. (my emphasis)
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Figure 5: Estimates of the effect of having at least one infected neighbor on likelihood of
infection. This plot compares estimates from propensity score methods (either weighting or
matching) and regression adjustment for H.

9

This is incorrect. The use of propensity score matching versus regression adjustment
makes no essential difference for identification (?). Both rest on the same assumption
of selection on observables. Furthermore, propensity score matching methods can be
seen to be regression adjustment (?). Rather, the appeals of propensity score matching
are that (a) it enables dimensionality reduction by using estimated propensity scores
and (b) helps researchers be more “honest” by avoiding specification search in their
model for the treatment and failing, rather than extrapolating, when there is lack of
overlap when treated and untreated units. I include these comments because I think
it is important not to think of propensity score matching as a kind of “black box” that
ensures credible causal inference when other methods fail.
I have carried out an initial investigation into how common conditions – missing
edges in a measured network – can introduce negative bias into estimates of peer
influence effects from propensity score methods. This illustrates that these methods
are not reliable upper bounds on peer influence effects, casting into some doubt their
use to criticize the higher estimates produced by other methods.
Future work should try to replicate these results in a broader set of conditions. This
might include exploring the effects of edges that are not missing at random in a model
where influence probabilities vary across edges. Additionally, it would be beneficial
to more generally advance the study of the effects of measurement error in treatment
variables on estimates of causal effects.
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